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Abstract

This thesis proposesa new method for unsupervised image clustering using proba-

bilistic continuousmodelsand information theoretic principles. Imageclustering relates

to content-based image retrieval systems. It enablesthe implementation of e�cien t

retrieval algorithms and the creation of a user friendly interface to the database.

The thesis presents a coherent theory for continuous probabilistic image modeling

basedon mixture of Gaussiansdensities. The continuous image modeling is extended

to the modeling of an image-setcreatedby a supervisedor an unsupervisedclustering

process.Three ways of obtaining the image-setmodel are introducedand the di�erence

between them is discussed. Supervised image-set (category) modeling is utilized to

compare between the proposed continuous models and the more traditional discrete

imagemodeling basedon histograms.

The unsupervisedimageclustering framework is basedon a continuousversionof a

recently introducedinformation theoretic principle, the information bottleneck (IB). The

clusteringmethod is basedon hierarchical grouping: Utilizing a Gaussianmixture model

(GMM), each image in a given archive is �rst represented as a set of coherent regions

in a selectedfeature space. Imagesare next grouped enabling the mutual information

betweenthe clustersand the imagecontent to be maximally preserved. The appropriate

number of clusterscan be determineddirectly from the IB principle. Several clustering

algorithms basedon the IB principle are presented, including a comparisonbetween

them.

An incremental method for calculating mutual information betweenimagesand their

continuousrepresentation, which is a byproduct of the IB principle, is introduced. Mu-

tual information is then usedasa quality measurefor estimating imagerepresentations

and clustering quality. Experimental results demonstratethe performanceof the pro-

posedclustering methods on a real imagedatabase.The in
uence of imagerepresenta-

tion on the clustering results is alsodiscussed.
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1 In tro duction

This thesis focuseson the problem of image clustering and its relationship to image

databasemanagement. Image clustering and categorization is a meansfor high-level

description of imagecontent. The goal is to �nd a mapping of the archive imagesinto

classes(clusters) such that the set of classesprovide essentially the sameinformation

about the imagearchiveasthe entire image-setcollection. The generatedclassesprovide

a concisesummarization and visualization of the image content that can be used for

di�eren t tasks related to imagedatabasemanagement.

1.1 Image clustering for e�cien t search

In recent years there has been a growing interest in developing e�ectiv e methods for

searching large image databasesbasedon image content. The two main approaches

for image databaseinterface, applied to existing systemsare: \search-by-query" and

\bro wsing".

Most approaches to image databasemanagement have focusedon the \search-by-

query" method (Flickner et al. [9], Ogle and Stonebraker [19], Pentland et al. [21],

Smith and Chang [29], Carson et al. [5]). This method typically requires that users

provide an exampleimagefor the query. The exampleimagecan be oneof the existing

imagesin the databaseor can be composedby the user. The databaseis then searched

exhaustively for imageswhich are most similar to the query.

In order to improve the search e�ciency , two main methods are used:

1. Find a compact image representation by extracting various image features(like:

color, texture, shape, textual information). Save the imagerepresentations for the

imagesin the database. Perform the exhaustive search on the image representa-

tions, reducingcomparisontime betweentwo imagesduring the search [21, 5].

2. Represent content of imagesin the databasein several levels of complexity, from

a �ner imagerepresentation to a coarserone. Perform initial exhaustive search on

the coarserlevel of the representation. This stageshould take lesstime and �lter
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out irrelevant images(which are very di�eren t from the query). Next perform

the search on the remaining imagesusing the �ner representation. This method

reducesthe time requiredfor imagecomparisonwithout dramatically a�ecting the

retrieval quality [9, 19].

Often userscan not present to the systemgood examplesof what they are looking

for without e�ectiv ely browsing through the database.Hencean e�cien t browsing tool

is essential for introducing the user to the contents of the database. The browsing

environment seeksto logically and predictably organizethe databaseso that userscan

�nd the imagesthey needby navigating through the databasein a structured manner.

The two most popular environments are:

1. A browsingenvironment wherethe databaseis presented at variouslevelsof detail.

This environment requires the arrangement of the databaseinto a hierarchical

structure, like a tree, allowing the user to navigate up and down the tree levels

(Krishnamachari and Abdel-Mottaleb [17, 16], Chen et al. [6], Barnard et al. [2]).

2. A single-level environment whereall imagesarelocatedon a two dimensionalplane.

The distancebetweenimageson the plane represents their similarit y. Navigation

is doneby zooming in and out of the plane (Rubner et al. [22]).

Image archive clustering is an important step for e�cien tly handling large image

databases,it can be applied both to the \search-by-query" and to the browsing envi-

ronment mentioned above [16, 6, 2]. In a \search-by-query" process,the query image

can be initially comparedwith all the cluster centers. The subsetof clusters that has

the largest similarit y to the query image is chosen, followed by comparing the query

image with all the imageswithin the subset of clusters. Comparing the query image

to the cluster centers in the �rst stageof the retrieval processacts like the �lter in the

\search-by-query" approach mentioned above. Search e�ciency is improved due to the

fact that the query imageis not comparedexhaustively to all the imagesin the database.

Hierarchically clustering the databaseinto a tree structure, imposesa coarseto �ne

representation of imagecontent within clusters. Image clustersact as the nodesin the
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various tree levels and the archive imagesact as the leaves. Moving up the tree levels,

clustersaremergedwhile trying to maintain coherent imagecontent. This tree structure

enablesimplementing a browsing interface to the archive.

1.2 Image clustering metho dologies

In order to perform imageclustering, we �rst have to choosea representation spaceand

then to use an appropriate distance measure(similarit y measure),to match between

imagesand cluster centers in the selectedrepresentation space.The imageclustering is

then performedin a supervisedprocess,usinghuman intervention or in an unsupervised

process,relying on the similarit y between the imagesand the various cluster centers.

A review of existing clustering methodologiesrelated to supervised and unsupervised

clustering is given in chapter 2.

Consideringthe matching task, varying resolutionsof representation may be used.

One may use the very low-level, pixel representation. In this case,matching between

cluster centers and imagesis basedon a distancemeasurebetweencorresponding pixels

(e.g. template matching using the Euclidean distance). The computational e�ort is

minimal in the representation stage,with substantial e�ort (computational cost) in the

matching process. A secondoption is to shift to a very high-level representation, in

which each image is labelled as belonging to a category (categoriessuch as \sunset",

\animals", \indo ors" vs \outdo ors" ). A substantial computational e�ort is neededin

the representation stage, such as using supervised learning techniques to classify the

images,and this enablesa very simplistic matching stageof grouping similar content

imagesby the category labels. A mid-level representation that balancesthe above two

exists, in it a transition is made from pixels to features. Feature vectors are used

to compactly represent image and cluster content. The matching phasetranslates to

matching of features. Similarity measuresor distance metrics are required to match

clustersin the featurespaceschosen.Most of the works on imageclusteringusethe mid-

level representation, including the most frequently usedhistogrammethods (seechapter

2). The framework presented in this thesis is alsobasedon the mid-level representation

scheme. A shift is made from image pixels to a selectedfeature space. Moreover,
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pixels are grouped into homogeneousregions in the feature spaceusing a continuous

probabilistic model. Image models are next used to create the cluster centers. The

extracted representation is a localized representation both in image as well as feature

space.

In many clustering methods (e.g. K-means, Duda et al. [8]), a distance measure

betweentwo data points or betweena data point and a cluster center is given a priori

as part of the problem setup. The clustering task is to �nd a small number of classes

with low intra-classvariabilit y. However in many clustering problems,e.g. imageclus-

tering, the objects we want to classify have a complicated high dimensionalstructure

and choosing the right distance measureis not a straight-forward task. A choice of a

speci�c distancemeasurecan in
uence the clusteringresults(Abdel-Mottaleb et al. [1]).

This thesis introducesa method for unsupervised image clustering basedon infor-

mation theoretic principle, the Information Bottleneck (IB), Tishby et al. [31, 28]. The

IB principle states that amongall the possibleclusteringsof the image-setinto a �xed

number of clusters, the desiredclustering is the one that minimizes the lossof mutual

information betweenthe imagesand the featuresextracted from them. A distancemea-

surebetweentwo cluster centers is derived from that principle. This measurecalculates

the information lossdue to the merging of two clusters. The measureenablesto esti-

mate clustering quality, and to calculate the mutual information between imagesand

their continuousrepresentation.

1.3 The scope of the thesis

In this thesiswe focuson the task of arranging the imagesin the databaseinto clusters,

as well as extracting a good cluster representation (cluster center) for the imagesin

each set. Using the cluster centers for �ltering imagesduring the retrieval processand

reducingthe number of imagecomparisons,is alsodemonstrated.we present the GMM-

IB framework. The framework consistsof the following stages(Figure 1) :

� Image pixels are �rst grouped into coherent regions in feature space; these are

modelled via Gaussianmixture models (GMMs).
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� Utilizing the Information Bottleneck (IB) method, the imagemodelsare grouped

into coherent clusters.

� Clustersarerepresented asGMMs and their representation canbe usedfor various

archive operations.

Figure 1: A block diagram of the imageclustering system.

Characteristicsof the proposedmethod include:

� Image models are clusteredrather than raw image pixels. The clustering is thus

donein a continuousdomain.

� The IB method providesa simultaneousconstruction of both the clustersand the

distancemeasurebetweenthem.

� A natural termination of the bottom-up clustering processcan be determined as

part of the IB principle. This providesan automatic method for �nding the relevant

number of clustersper archive.
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� The IB method provides also a measurethat can be used for evaluating mutual

information betweenimagesand their continuous representation. The mutual in-

formation is then usedas a quality measure.

The thesis outline is presented in Figure 2. Chapter 3 presents the GMM for a

single image representation. Chapter 4 extendsthe GMM representation and presents

a new image-setmodeling scheme. Supervisedimage-set(category) modeling is utilized

to comparebetweenthe proposedcontinuous models and the more traditional discrete

image modeling basedon histograms. Chapters 3 and 4 introduce the basic modeling

tools usedin the GMM-IB framework. The imageand the image-setmodelsareusedfor

Figure 2: A block diagram of the thesisoutline.

unsupervised clustering, using information theoretic principles. Chapter 5 introduces

the IB principle as a method for unsuperviseddata clustering. A novel application of

the IB principle to image clustering, using continuous models, is presented in chapter

6. A procedurefor calculating mutual information betweenimagesand their continuous
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representation is presented in chapter 7, where the mutual information is also used

as a clustering quality measure. Evaluation of the proposedclustering scheme, using

information theoretic measurements and image retrieval is performed in chapter 8. A

summary concludesthe thesis in chapter 9.

Parts of the work presented in this thesiswere recently introducedby Greenspanet al.

[13, 10].
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2 Related Work

Oneof the main di�erencesbetweenretrieval systemsthat arebasedon imageclustering

lies in the way the clustering is performed. The clustering processmay be a supervised

processusing human intervention, or an unsupervised process.Another basicdi�erence

lies in the image representation itself, whether it entails global image information or

contains local information as well.

2.1 Supervised clustering

In the following systems,clustering is performedin a supervised mannerand the cluster

representation is used for the retrieval task. Huang et al. [15] proposed a method

for hierarchical classi�cation of imagesvia supervisedlearning, assuminga training set

of imageswith known class labels is available. Using banded color correlogramsfor

the training images, the feature data is modeled using Singular Value decomposition

(SVD) (Golub and Van Loan [11]) to reducenoiseand dimensionality. Using the SVD

representation, each of the imagesin the training data is classi�ed using the nearest-

neighbor algorithm (Duda et al. [8]). Basedon the performanceof this classi�cation, the

set of classesis partitioned into two sub-classessuch that the intra-subclassassociation

is maximized while the inter-subclass association is minimized. The subclassesand

those training imagesthat were correctly classi�ed with respect to the subclassesare

used recursively to obtain a hierarchical classi�cation tree. This tree can be used to

categorizenew images.The method was tested on somerepresentativ e classesfrom the

COREL databaseand the tree built wasconsistent with the color content of the classes.

Sheikholeslamiet al. [25] investigateda feature-basedapproach to imageclustering

and retrieval. Images in a databaseare categorizedin clusters on the basis of their

similarit y to a setof iconic imagestermedcluster icons. The cluster iconsareapplication

dependent and are determinedby the application expert, therefor a prior knowledgeon

the databaseand human intervention are required. The clustering is then performedin

an unsupervisedmanner basedon theseicons. To cluster databaseimages,all images

are �rst decomposed into subsegments. Four di�eren t texture-basedfeature sets are
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extracted from each subsegment using Haar and Daubechieswavelet transforms. Using

multi-resolution property of wavelets, the featuresare extracted at di�eren t levels. In

comparingimagesto cluster featurevectors,only coarse scalefeaturesareused;whereas

in retrieving images,all the featuresare compared. An image can be assignedto one

or more clusters. During the retrieval processa query icon is introducedto the system.

The distancebetweenthe query icon and the cluster icons is �rst computed. Clusters

for which this distanceis lessthan a threshold are searched to retrieve relevant images.

The distance between a database image and an icon is consideredas the minimum

of the distance between its subsegments and the icon. This clustering approach was

demonstratedon a databaseof air photo imageswheretexture is an important feature.

Experiments showed that for a good feature set, retrieval from the clustereddatabase

was e�ectiv e as retrieval from the whole databaseand was more e�cien t (required less

comparisonsbetweenquery icon to databaseimages).

Carsonet al. [4] useda naive Bayesalgorithm to learn imagecategoriesin a super-

visedlearning scheme. The imagesin this work are represented by a set of homogeneous

regions in feature spaceof color and texture, basedon the \Blob world" image repre-

sentation (Carson et al. [5]). The suggestedframework entails learning blob-rules per

category on a labelled training set. Thus, one may argue that there is a shift to a

high-level imagedescription (image labelling). Each query imageis comparedwith the

extracted categorymodels,and associated with the closestmatching category.

A probabilistic and continuous framework for supervised image category modeling

and matching wasrecently introducedby Greenspanet al. [12]. A generalizedGMM-KL

framework is described in which each image or image-set(category) is represented as

a Gaussianmixture distribution. Images(categories)are comparedand matched via a

probabilistic measureof similarit y betweendistributions known as the Kullback-Leibler

(KL) distance(Cover and Thomas[7]). The KL-distance is applied in an imageretrieval

task and results indicate better performancewhen comparedto histograms.

The main drawback of supervisedclustering is that it requireshuman intervention.

In order to extract the cluster representation, the various methods, mentioned above,

require a-priori knowledgeregarding the databasecontent (e.g. which clustersexist in
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the databaseor a labelled training set). This approach is thereforenot appropriate for

large unlabelled databases.

2.2 Unsup ervised clustering

A di�eren t set of works is basedon unsupervised clustering,wherethe clusteringprocess

is fully automated. A distinction is madebetweenworks using global imagerepresenta-

tions and works using local imagerepresentations. Local imagerepresentations contain

additional information related to the imagespatial layout.

2.2.1 Unsup ervised clustering using global image represen tations

The systempresented by Chen et al. [6] is basedon global imagerepresentation includ-

ing global color, texture and edgehistograms. Histograms are the classicalmeansof

representing imagecontent. A histogram is a discreterepresentation of the continuous

feature space. The feature spacepartition is determined by the features chosen(e.g.

the color spacerepresentation), by the quantization scheme chosen(such as uniform

or vector quantization), as well as by computational and storageconsiderations.Color

histograms advantages and disadvantages are well studied and many variations exist

(Passand Zabih [20], Stricker and Dimai [30], Huang et al. [14]). Chen et al. used

the global imagerepresentation and the L 1 norm as a distancemeasurebetweenimage

representations for the retrieval schemeintroduced in their work. The work focuseson

the use of hierarchical tree-structures to both speed-upsearch-by-query and organize

databasesfor e�ectiv e browsing. Both top-down and bottom-up unsupervisedcluster-

ing algorithms are presented. While the top-down method is well suited for the fast

search problem, the bottom-up method yields better results for the browsing applica-

tion. The top-down algorithm works by successively splitting nodesof the tree into K

children, using the K-meansalgorithm, working from the root to the leavesof the tree.

The bottom-up (agglomerative) clustering algorithm works by �rst forming a complete

matrix of distancesbetweenthe imagesand then using this matrix to sequentially group

together elements. The work presents a fast-sparseclustering method which dramati-

cally reducesboth memory and computation required for the agglomerative algorithm.

10



A hierarchical browsing environment called \similarit y pyramid" is constructed based

on the results of the agglomerative clustering algorithm. The similarit y pyramid groups

similar imagestogether while allowing the usersto view the databaseat various levelsof

resolution. Resultsfor search experiments arepresented and the tradeo� betweensearch

accuracyand speedis determined.

A commoncharacteristic of the histogram representation is the discretization of the

feature space.The binning of the spaceinvolves lossof information. A binning that is

too coarsewill not have su�cien t discriminative power, while one that is too �ne will

place similar features in di�eren t bins which will never be matched. A secondmajor

characteristic of the global histogramis that it capturesonly global featuredistributions

of the images,and lacks information about spatial relationships of the image features.

A shift to a more localized representation, which re
ects spatial information from the

imageplane, may be desired.

2.2.2 Unsup ervised clustering using region-based image represen tations

The following set of works incorporate region-based approachesfor the imagerepresen-

tation. Sinceimageregionsare the basic building blocks in forming the visual content

of an image, they have great potential in representing the imagecontent as well as the

categorycontent. Abdel-Mottaleb et al. [1, 16] presented a technique for imageretrieval

from large databasesbasedon local color features. Imagesin the databaseare divided

into rectangular regionsand represented by a set of normalizedhistogramscorrespond-

ing to these rectangular regions. The size of the regions is an important parameter.

Regionsshould be small enoughto emphasizethe local color and large enoughto o�er

statistically valid histograms. The similarit y measurebetweentwo imagesis expressed

as the sum of similarities betweenhistogramsof the corresponding rectangular regions.

The in
uence of various similarit y measureson the proposedframework was tested in

[1]. The unsupervisedimageclusteringschemeintroducedin [16], includedan agglomer-

ative clustering algorithm basedon the imagerepresentation and the optimal similarit y

measurefound in [1]. The cluster centroid is calculatedasthe averageof the histograms

representing a selectedset of images. The agglomerative algorithm is associated with
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an optimization step in which each imagere-evaluates its location and movesto a new

cluster if required. Similar imagesare �rst grouped into clusters and the cluster cen-

ters are calculated. During the retrieval processthe query image is initially compared

with all the cluster centers. Then a subsetof clusters that have the largest similarit y

to the query image is chosenand all the imagesin these clusters are comparedwith

the query image. The experimental evaluation shows that using clustering for retrieval

o�ers a high retrieval accuracywith a considerablereduction in the number of similarit y

comparisonsrequired. In [17] the tree structure was usedfor the implementation of a

browsing environment.

A hierarchical model which imposescoarseto �ne structure on the imagecollection

is suggestedby Bernard et al. [2, 3]. The statistical model presented, integratesseman-

tic information provided by associated text and visual information provided by image

features. By integrating the two kinds of information during model construction, the

systemlearnslinks betweenthe imagefeaturesand semantics which canbe exploited for

better browsing and search. Each node in the tree has someprobability of generating

each word, and similarly, each nodehassomeprobability of generatingan imagesegment

with given features. A node is uniquely speci�ed by cluster and level. The documents

belonging to a given cluster are modeled as being generatedby the nodes along the

path from the leaf corresponding to the cluster up to the root node. Taking all clusters

into consideration,a document is modeledby a sum over the clusters,weighted by the

probability that the document is in the cluster. The probability for generatinga word

is simply tabulated, being determinedby the appropriate word counts during training.

For imagesegments Gaussiandistributions over a number of features(like color texture,

shape, position and size) are used in a way similar to the \Blob world" representation

(Carson et al. [5]). A document is represented as a sequenceof words and a sequence

of segments. Training the model is done on the entire image collection using the Ex-

pectation Maximization algorithm. The clustering processintroduced is claimed to be

remarkably successful,since the text associated with the imagestypically emphasizes

properties that are very hard to determinewith computer vision techniques,but omits

the \visually obvious", and so the text and the imagesare complementary.
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The GMM-KL framework introduced in [12] was recently expandedto handle the

unsupervisedclustering task by Greenspanet al. [13]. A new modi�cation to the well

known K-meansalgorithm is presented applying a top-down tree structure to the image

database. Unsupervisedclustering of a random image-setinto visually coherent image

categoriesis demonstrated.

In this thesiswe usethe Information Bottleneck (IB) method for unsupervisedclus-

tering of image databases. The IB method was introduced by Tishby et al. [31] as a

method for solving the problem of unsuperviseddata clustering and data classi�cation.

This method wasdemonstrated,sofar, in the unsupervisedclassi�cation of discrete data

representations for documents [28, 26], galaxies[27] and neural codes[24]. In this work

we apply a continuous version of the method to our GMM image representation. Our

goal is to perform better clusteringby keepinglocal visual information related to the im-

agesin the set, and using continuousprobabilistic models for their representation. The

IB method can also be used with any of the discrete image representation mentioned

above (e.g. histograms). By utilizing the IB method in variousclustering algorithms we

achieve the two main goalsof databasemanagement: e�cien t retrieval rates and a hier-

archical structure enablinga browsing interface. In the following chapters the GMM-IB

framework will be presented as well as experimental evidenceto its viabilit y.
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3 Image Represen tation

This chapter focuseson the representation phaseof the GMM-IB framework. The raw

pixel representation of an input imageis shifted to a mid-level representation, in which

the image is represented as a set of coherent regionsin feature space. In this work we

focuson the color feature. In particular we model each imageasa mixture of Gaussians

in the color feature space.It shouldbe noted that the representation model is a general

one, and can incorporate any desired feature space(such as texture, shape, etc) or

combination thereof.

A comparisonbetweenvarious imagerepresentation schemesin the context of prob-

abilistic content-based indexing and retrieval was recently conducted(Vasconcelosand

Lippman [32]). In that study the Gaussianmixture model (GMM) was shown to out-

perform other imagerepresentations like color histograms,color correlograms(Huang et

al. [14]) and the standard representation for texture-basedretrieval. The main limita-

tion of the histogram is its complexity which grows exponentially with the dimensionof

the feature space. Furthermore, due to the rigid bin structure, most of the histogram

bins will be empty in high dimensional feature space. For these reasonshistograms

are usedfor low dimensionalspacesand even then, the binning processleadsto a very

non-smooth �nal representation. Color correlogramsalsosu�er from an exponential de-

pendenceof the complexity on the spacedimension. The GMM advantageover the other

representations mentioned includesthe usageof a smooth basisfunction (the Gaussian)

and a reducednumber of parametersin the image representation. The basic functions

are explicitly placed in the populated regionsof the feature space. The model doesn't

allocate resourcesto modeling regionsof the spacewith zeroprobability. This leadsto

the reducednumber of parametersand keepsthe complexity low.

3.1 Feature extraction

When using the GMM an initial transition is made from pixels to the selectedfeature

space.Color featuresare extracted by representing each pixel with a three-dimensional

color descriptor in a selectedcolor space.In this work we chooseto work in the L � a � b
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color spacewhich was shown to be approximately perceptually uniform; thus distances

in this spaceare meaningful (Wyszecki and Stiles [34])1. In order to include spatial

information, the (x; y) position of the pixel is appendedto the feature vector. Including

the position generally leadsto smoother regions.

Following the featureextraction stage,each pixel is represented with a �v e-dimensional

feature vector, and the image as a whole is represented by a collection of feature vec-

tors in the �v e-dimensionalspace. Note that the dimensionality of the feature vectors

and the feature space,is dependent on the featureschosenand may be augmented if

additional featuresare added.

3.2 Grouping pixels in to regions

In this stage,imagepixelsaregroupedinto homogeneousregions,by groupingthe feature

vectors in the selected�v e-dimensionalfeature space.The feature spaceis searched for

dominant clustersand the imagesamplesin feature spaceare then represented via the

modelledclusters. The underlying assumptionis that the imagecolorsand their spatial

distribution in the image plane are generatedby a mixture of Gaussians. Note that

although image pixels are placed on a regular (uniform) grid, this fact is not relevant

to the probabilistic clustering model in which the posterior of a cluster given a pixel

value is of interest. In general,a pixel is more likely to belong to a certain cluster if it

is located near the cluster centroid. This observation implies a unimodal distribution

of pixel positions within a cluster. A natural choice for a unimodal distribution within

a GMM framework is a Gaussiandistribution. The posterior is not in
uenced by the

parametric form of the mixture distribution for the spacecoordinates as long as it is

the samefor all components and it is unimodal. Each homogeneousregion in the image

plane is thus represented by a Gaussiandistribution, and the set of regionsin the image

is represented by a Gaussianmixture model. Learning a Gaussianmixture model is in

essencean unsupervisedclustering task 2.

The Expectation-Maximization (EM) algorithm is used(similar to Carsonet al. [5])

1SeeAppendix A for more details on the L � a � b color space.
2Note that in this chapter imagepixels are grouped to create a single imagemodel. In the following

chapters unsupervised clustering of image models will be discussed.
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to determine the maximum likelihood parametersof a mixture of k Gaussiansin the

featurespace.The imageis then modelledasa Gaussianmixture distribution in feature

space. Following is a brief description of the basic stepsof the EM algorithm for the

caseof the Gaussianmixture model.

The distribution of a random variable Y 2 Rd is a mixture of k Gaussiansif its density

function is :

f (yj� ) =
kX

j =1

� j
1

q
(2� )dj� j j

expf�
1
2

(y � � j )T � � 1
j (y � � j )g (1)

such that the parameterset � = f � j ; � j ; � j gk
j =1 consistsof :

� � j > 0 ;
P k

j =1 � j = 1

� � j 2 Rd and � j is a d� d positive de�nite matrix.

Given a set of feature vectorsy1; :::; yn , the maximum likelihood estimation of � is :

� M L = argmax
�

f (y1; :::; yn j� ): (2)

The EM algorithm is an iterativ emethod to obtain � M L (at least locally). Given the cur-

rent estimation of the parameterset � , each iteration of the EM algorithm re-estimates

the parameterset accordingto the following two steps:

� Expectation step :

wtj =
� j f (yt j� j ; � j )

P k
i=1 � i f (yt j� i ; � i )

j = 1; :::; k ; t = 1; :::; n (3)

� Maximization step :

�̂ j  
1
n

nX

t=1

wtj (4)

�̂ j  
P n

t=1 wtj yt
P n

t=1 wtj

�̂ j  
P n

t=1 wtj (yt � �̂ j )(yt � �̂ j )T

P n
t=1 wtj
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The �rst step in applying the EM algorithm to the problem at hand is to initialize the

mixture model parameters.The K-meansalgorithm is utilized to extract the data-driven

initialization. The update schemede�ned above allows for full covariancematrices. The

updating processis repeateduntil the log-likelihood is increasedby lessthan a prede�ned

threshold from one iteration to the next. In this work we chooseto convergebasedon

the log-likelihood measureand we use a 1% threshold. Other possible convergence

options include using a �xed number of iterations of the EM algorithm, or de�ning

target measures,as well as using more strict convergencethresholds. We have found

experimentally that the above convergencemethodology works well for our purposes.

Using EM, the parametersrepresenting the Gaussianmixture are found. K-meansand

EM are calculatedfor k � 1, with k corresponding to the model size.

Figure 3: Input image(left); Imagemodeling via Gaussianmixture (right). Each ellip-
soid represents the support, meancolor and spatial layout, of a particular Gaussianin
the imageplane.

3.3 Image mo del selection

It is commonknowledgethat the number of mixture components (or number of means)

k, although often ignored, is of great importance in accuraterepresentation of a given
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image. Ideally, k is to represent the value that best suits the natural number of groups

present in the image. Note that each of thesefeaturegroupsmay includeseveral spatially

disjoint regionsin the image. It is often acceptedthat the Minimum Description Length

(MDL) principle may serve to selectamongvaluesof k (Duda et al. [8]). This can be

operationalizedas follows. Choosek to maximize :

logL(� jY) �
lk
2

logn (5)

wherelk is the number of freeparametersneededfor a model with k mixture components.

In the caseof a Gaussianmixture with full covariancematrices,we have :

lk = (k � 1) + kd + k(
d(d + 1)

2
): (6)

As a consequenceof this principle, whenmodelsusingtwo valuesof k �t the data equally

well, the simpler model will be chosen.In our experiments, k rangesfrom 3 to 8.

Figure 3 shows two examplesof learning a GMM model for an input image. In

this visualization each localizedGaussianmixture is shown as a set of ellipsoids. Each

ellipsoid represents the support, meancolor and spatial layout, of a particular Gaussian

in the image plane. A clear correspondencebetween regions in the image and the

Gaussiansin the GMM representation can be seen.
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4 Mo deling Image-Sets

In this chapter we extend imagemodeling to image-setmodeling usingthe GMM frame-

work. We de�ne an image-setas a collection of imagesthat exhibit visual similarit y in

the color content and/or in spatial relationshipsbetweencoloredregions. Image-setsare

generatedeither by supervised categorizationor by unsupervised clustering of the image

collection into groups. The term \similar" is kept fuzzy to accommodate for 
exibilit y

in absolutepositions, relative orientations, and di�ering sizesof the corresponding re-

gions in the image-set. Let I 1; : : : ; I N denote the imageswithin the image-set(image

group) c. Alternativ ely, the image-setmay be represented by a set of the corresponding

GMMs of each input image: GM M 1; : : : ; GM M N . Given the set of imageGMMs there

are several methods to de�ne the centroid of the group c. We explore several known

methods (chapters4.1, 4.2) and develop a new reducedmodel framework (chapter 4.3 ).

4.1 Av eraging of image GMMs

The simplestway to obtain the image-setcentroid is by averagingall the modelswithin

the set:

Centroid(c) = GM M c =
NX

i =1

1
N

k iX

j =1

� ij
1

q
(2� )dj� ij j

expf�
1
2

(y � � ij )T � � 1
ij (y � � ij )g; (7)

where(� ij ; � ij ; � ij ) are the parameters(relative weight, meanand covariancematrix) of

Gaussianj from the mixture model of image i . This model keepsthe entire parameter

set of the imageGMMs within the group and normalizestheir weights by the group size,

N . It keepsall the information present in the image-set. The average model's main

disadvantage is its growing complexity with the growing number of imagesin the set.

The model requiresthe parametersof
P N

i=1 ki Gaussiandistributions.

4.2 Learning a reduced image-set mo del from image samples

Assuming imageswithin the set exhibit similar features, an image-setmodel with a

reducednumber of Gaussians,comparedto the averagemodel, is enoughfor the image-

set representation. Learning such a model reducesthe image-setmodel complexity. The
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reducedmodel can be learnedin the following manner:

� Extract random samplesfrom each image of the image-set. Samplescan be ex-

tracted from the pixel spaceor from the GMMs representing the images.The ex-

tracted feature set can be viewed as a set of independently identically distributed

(I ID) samplesfrom the Gaussianmixture distribution representing the image-set.

� Generatethe reduced GMM for the combined collectedsampleset using the iter-

ative EM algorithm, as donein the single imagecase(chapter 3).

Learning a new centroid from image samplesis computationally expensive when large

image-setsare considered. A large sampleset is required in order to represent all the

Gaussiansin the group.

4.3 Learning a reduced image-set mo del from mixture param-
eters

Yet anotherway to derive the reducedimage-setcentroid is by learning the newupdated

model using the parametersof the GMMs related to the image-set.In this methodology

there is no needto rely on a large sampleset extracted from the various images,rather

a much smaller sampleset basedon the parametersis used. In our study we aim to

reduce the number of Gaussiansrepresenting an image-setin order to create a more

compact centroid. The motivation behind this method is the assumptionthat many of

the Gaussiansrelating to di�eren t imagemodelswithin the set have similar parameters.

Supposewe start with the following categorymodel composedof k components:

f (y; � ) =
kX

i =1

� i f i (y) =
kX

i =1

� i N (� i ; � i ); (8)

We want to �nd a reduced model with a smaller number of components k0 that best

approximates the original GMM f (y; � ). Denote the reducedmodel by:

f 0(y; � 0) =
k0

X

j =1

� 0
j f

0
j (y) =

k0
X

j =1

� 0
j N (� 0

j ; � 0
j ); (9)

where � and � 0 are the parameter setsof the two models and N (�; �) is the Gaussian

distribution. More precisely, given f (y; � ) we would like to �nd a reducedmodel f 0(y; � 0)
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that minimizes the distancemeasureK L(f jj f 0). Sincethere is no closedform solution

for this minimization problem we approximate it by consideringa virtual sampley =

f y1; : : : ; ykg from the original model f (y; � ) whereeach of the blocks yi = f yi 1; :::; yin i g is

a virtual samplefrom the i -th component of the original model, with sizen i = � i N (N

is the total number of virtual points). We assumethat the N samplepoints are drawn

independently from f 0(y; � 0). Assumealso that we have extra information that samples

within the sameblock were assignedto the samemixture component of the reduced

model. The likelihood of the whole sampleset is given by:

f 0(y; � 0) =
kY

i =1

k0
X

j =1

n iY

t=1

� 0
j N (yit ; � 0

j ; � 0
j ); (10)

whereN (y; �; �) is the expressionfor a Gaussianwith mean � and covariance�. This

equation is similar to the incompletedata likelihood of standard GMM, the main di�er-

encebeing that instead of having a hidden variable for each samplepoint we now have

one for each sampleblock. The log-likelihood of the completedata is given by:

logf 0(y; x; � 0) =
kX

i =1

k0
X

j =1

1f x i = j g

�
ni log� 0

j + logN (yi ; � 0
j ; � 0

j )
�

; (11)

where x i is a random variable that equalsj if and only if the samplesyi are assigned

to the j th component of f 0(y; � 0). We assumea uniform distribution for the marginal

density of x i . Utilizing the EM algorithm to estimate the parametersof f 0(y; � 0) leads

to the following E-step:

wij = E(1f x i = j gjyi ; � 0) = P(x i = j jyi ; � 0) =
(� 0

j )
n i f (yi jx i = j ; � 0)

P
k(� 0

k)n i f (yi jx i = k; � 0)
: (12)

The key quantit y to computeis thereforef (yi jx i = j ; � 0). Taking its logarithm and using

the law of large numbers:

1
ni

logf (yi jx i = j ; � 0) =
1
ni

n iX

t=1

logf (yit jx i = j ; � 0) ! E f i logf 0
j = (13)

logN (� i ; � 0
j ; � 0

j ) �
1
2

Tr ((� 0
j )

� 1� i ):

This computation leadsto:

logwij = c + ni �
�

log� 0
j + logN (� i ; � 0

j ; � 0
j ) �

1
2

Tr ((� 0
j )

� 1� i )
�

(14)
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= c + ni � (log � 0
j � K L(f i jj f 0

j ))

such that c is a normalization scalarensuresthat
P

j wij = 1. Note that when the size

of the virtual sampleset N tends to 1 we obtain:

wij = 1 if j = argmin
k

(K L(f i jj f 0
k) � log� 0

k)

The M-step consistsof maximizing the following auxiliary function:

Q =
kX

i =1

k0
X

j =1

wij

 

ni log� 0
j +

n iX

t=1

f (yit ; � 0
j )

!

(15)

subject to the constraint
P

j � 0
j = 1. This leadsto the following update equations:

� 0
j  

X

i

wij � i (16)

� 0
j  

P
i wij � i � i

P
i wij � i

� 0
j  

1
P

i wij � i

"
X

i

wij � i

�
� i + (� i � � 0

j )( � i � � 0
j )

T
�

#

:

Notice that neither Equation (14) nor the update equations(16) depend explicitly on

the underlying virtual sampleyi and can be computed directly from the parametersof

f (y; � ).

The �rst step in applying the EM algorithm to the problem at hand is to initialize

the mixture model parameters � 0. The K-means algorithm is utilized to extract the

Gaussiansmeansinitialization. The K-meansusesthe meansof � as the data set. Since

the weights of the Gaussiansin the initial mixture needto beconsideredwecalculatethe

weighted meanin each of the K-meansiterations. The initial covariancematrix for each

reducedGaussianis calculatedasthe sum of the covariancesrelated to that model. The

update processis repeateduntil the log-likelihood is increasedby lessthan a prede�ned

threshold from one iteration to the next. In our study we useda 1% threshold. The

constant number representing the sizeof the virtual sampleset waschosento be 10000.

Vasconcelosand Lippman [33], proposeda similar method for constructing mixture

hierarchies. The di�erence betweenour approach and the one introduced in [33] is in

the way the virtual samplesare drawn. In [33] the assumption that all the samples
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within the sameblock are drawn from the samereducedmixture component, is a prior

assumptionof the model. Hencethe hidden variable is sampledonceper block. Thus

the likelihood function is:

f 0(yj� 0) =
kY

i =1

k0
X

j =1

� 0
j

n iY

t=1

N (yit ; � 0
j ; � 0

j )

and the EM updating equation for � 0
j is:

� 0
j  

X

i

wij

k
:

The generated� 0
j is the relative number of Gaussiansfrom the original model that are

assignedto the j-th component of reducedmodel. However the coe�cien ts � i , associated

with the original Gaussians,are not taken into account. In contrast, in our model each

sampleis drawn independently and the assumptionthat all the sampleswithin a block

are drawn from the samereducedcomponent is incorporated into the model as a given

event.

Figure 4 shows examplesof image-setsthat were selecteda-priori from the COREL

databaseand the corresponding image category GMMs. The GMM learned from a

sampleset (4.2) is shown left and the GMM learned from initial mixture parameters

(4.3) is shown right. Each Gaussianin the model is displayed as a localized colored

ellipsoid. Someof the Gaussiansoverlap spatially and thus are not explicitly shown in

the image. The categorymodel allows for a certain amount of variabilit y in the colors

per spatial location, as well as a certain amount of variabilit y in the spatial location

of the coloredblobs. There is no signi�cant di�erence betweenthe GMM learnedfrom

initial mixture parametersand the GMM produced from a sampleset. The Gaussians

in both modelsare similar in terms of color and spatial layout.

4.4 From image-set GMMs to the image comp onents

How well do the learnedGMMs re
ect the actual imagesin each set? In order to analyze

the similarit y betweenimagemodelsto image-setmodels,distancemeasuresarerequired.

The KL-distance wasintroducedby Greenspanet al. [12], asa distancemeasurebetween

imagesand categoriesrepresented by GMMs. A smaller distance indicates a higher
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1:M onkey

2:Snow

3:Sunset

4:F lowers

5:Pyramid

6:Coral

Figure 4: Image categories(left). Reducedcategorymodels: from samples(left), from
parameters(right).
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similarit y betweenmodels. In this chapter we apply a similar method to the categories

shown in Figure 4 in order to evaluate the category models learned by each of the

methods introducedabove.

Tables 1,2 and 3 list the KL-distances between image models (rows) to category

models (columns). Distancesbetweenimage models within the samecategory to each

of the category models were calculated. Each table entry presents the averageof the

distancesbetween image models within the set and a speci�c category model. Table

1 presents the distancesbetweenimagemodels and the averagecategorymodels (4.1).

Table 2 presents the distancesbetweenimagemodels and the categorymodels learned

from a sampleset (4.2). Table 3 presents the distancesbetweenimagemodels and the

category models learned from a parameter set (4.3). Looking at all three tables it is

clear that the lowest KL valuesare achieved on the diagonal, meaning that the image

models within a speci�c image-setare similar and can be represented by the image-set

model. In Figure 5 corresponding rows from each of the Tables1,2 and 3 are plotted.

Distancesbetweenimageto the averagecategorymodel (Table 1) are plotted in a solid

line. Distancesto the categorymodel learnedfrom a sampleset (Table 2) are plotted in

a dashedline and distancesto the categorymodel learnedfrom a parameterset (Table

3) are plotted in a dotted line. There is no evident di�erence between the results of

Tables1,2 and 3, ascan be seenfrom the graphs,indicating that the models learnedby

the three methods (averagemodel, samplesand parameters,respectively) represent the

imageswithin a set equally well.

Tables4,5and 6 list the symmetricKL-distancesbetweencategory modelsto category

models. From these tables we can seethat the distance between perceptually similar

categoriesis lower than betweennon-similar categories.In the \Monk ey" category(1st

row), for example,the closestcategorymodel is seento be the \Flo wers" category. The

\Sunset" category (3rd row) is closestto the \Coral" category (seeFigure 4). Again,

similar relationships are evident in all three Tables, further supporting the conclusion

that the categorymodelsare consistent.

In Figure 6 corresponding rows from Tables1 and 4 are plotted (the categorymodel

usedin thesetables is the averagecategorymodel). Category-to-categorydistancesare
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plotted in a solid line; Image-to-categorydistancesare plotted in a dashedline. A high

degreeof correlation betweenthe two scenariosis clearly visible, suggestingthat image

models are very similar in behavior to category models. We can therefore state that

the categorymodels we usedo in fact represent their imagebuilding blocks. Choosing

in which way to generatethe categorymodel is actually a tradeo� betweeninformation

loss in the reducedrepresentation and growing model complexity when image-setsare

large.

Image / Category Monkey Snow Sunset Flowers Pyramid Coral
Monkey 1.00 8.06 5.98 3.17 6.28 4.13

Snow 11.75 1.24 14.05 13.72 10.94 8.53
Sunset 13.97 12.10 1.37 7.51 8.64 4.53
Flowers 5.19 5.91 6.81 1.06 11.75 3.49
Pyramid 7.35 6.39 8.02 6.26 1.28 5.53

Coral 9.30 5.33 4.60 3.63 9.84 0.96

Table 1: Image model to averagecategory model. Listed are distancesbetweenimage
models (rows) and category models (columns). Each entry in the table represents the
averageKL-distance betweenthe imagescomprisingan image-setand a speci�c category
model.

Image / Category Monkey Snow Sunset Flowers Pyramid Coral
Monkey 1.39 10.09 5.89 2.83 6.40 3.89

Snow 12.56 2.03 12.64 9.20 8.80 7.46
Sunset 15.19 14.16 2.24 8.34 9.45 4.45
Flowers 5.52 7.87 5.68 1.47 8.40 3.28
Pyramid 7.65 6.48 6.29 5.38 2.34 4.81

Coral 10.00 7.29 4.04 3.61 7.27 1.55

Table 2: Image model to reduced category model learned from samples. Listed are
distancesbetweenimagemodels (rows) and categorymodels (columns). Each entry in
the table represents the averageKL-distance betweenthe imagescomprisingan image-
set and a speci�c categorymodel.
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Image / Category Monkey Snow Sunset Flowers Pyramid Coral
Monkey 1.46 8.32 4.98 2.86 5.98 3.41

Snow 14.39 2.32 8.18 10.13 9.61 7.65
Sunset 20.32 12.66 2.54 7.27 9.27 4.71
Flowers 6.76 6.25 5.58 1.43 8.40 2.87
Pyramid 8.25 5.79 5.69 5.02 2.16 4.89

Coral 13.47 5.81 3.56 3.11 8.45 1.63

Table 3: Image model to reduced category model learned from mixture parameters.
Listed aredistancesbetweenimagemodels(rows) and categorymodels(columns). Each
entry in the table represents the averageKL-distance betweenthe imagescomprisingan
image-setand a speci�c categorymodel.

Category / Category Monkey Snow Sunset Flowers Pyramid Coral
Monkey 0 17.84 17.42 6.48 11.29 11.15

Snow 16.98 0 23.55 17.65 14.47 11.62
Sunset 16.93 22.96 0 12.05 13.67 6.69
Flowers 6.09 17.98 12.02 0 14.77 4.84
Pyramid 10.95 14.47 13.80 15.82 0 12.53

Coral 11.50 11.31 6.27 4.92 12.81 0

Table4: Averagecategorymodel to categorymodel. Listed aresymmetric KL-distances
betweencategorymodels (rows) and categorymodels (columns).

Category / Category Monkey Snow Sunset Flowers Pyramid Coral
Monkey 0 19.45 18.53 5.86 10.71 11.51

Snow 19.58 0 23.98 13.81 11.41 10.63
Sunset 18.10 23.17 0 10.41 11.56 5.02
Flowers 5.55 14.16 10.58 0 10.33 3.67
Pyramid 10.05 11.73 11.11 10.80 0 8.19

Coral 10.33 10.90 4.79 3.80 8.24 0

Table 5: Reducedcategory model to category model learned from samples. Listed
are symmetric KL-distances between category models (rows) and category models
(columns).
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Category / Category Monkey Snow Sunset Flowers Pyramid Coral
Monkey 0 19.81 21.43 6.55 10.93 15.46

Snow 18.71 0 15.88 12.86 10.42 9.98
Sunset 20.19 15.89 0 8.62 10.15 4.11
Flowers 7.01 12.25 8.73 0 10.16 3.20
Pyramid 10.51 10.59 10.57 10.34 0 9.85

Coral 15.24 9.63 3.96 2.99 9.17 0

Table 6: Reducedcategorymodel to categorymodel learnedfrom mixture parameters.
Listed aresymmetricKL-distancesbetweencategorymodels(rows) and categorymodels
(columns).

4.5 Comparing between image represen tations using category
mo deling

In this experiment we conduct a comparisonbetweenthree categorymodels,each based

on a di�eren t imagerepresentation. The modelscomparedareGMM basedon color and

location features,GMM basedon color featuresonly and the more traditional discrete

image representation basedon global color histograms. The databaseusedconsistsof

1460imagesselectively hand-picked from the COREL databaseto create16 categories.

More information regarding the categoriessize and sample imagesfrom the di�eren t

categoriesarepresented in chapter 8. Using the supervisedclassi�cation of the database

to createa training set of imagesfor each category, we �rst learn the categorymodels.

We then measurethe similarit y betweena single image model to each of the category

models using an appropriate distancemeasure.The image is re-labelled with the label

of the category model it is most similar too. Using the image labels, the correlation

matrix between the hand-picked classi�cation (the \ground-truth") and the modi�ed

classi�cation created by the experiment, is built. The correlation matrix is used for

estimating how well the categorymodel represents the actual imagesin each set.

For the GMM representation we use the KL-distance as a measurebetween image

models and category models (as in [12]). For the global color histograms we use the

Histogram-Intersection(HI) asthe distancemeasurebetweenimagemodelsand category

models. HI wasshown to give good retrieval and clusteringresultsby Abdel-Mottaleb et

28



1 2 3 4 5 6
0

5

10

15

20

25

1 2 3 4 5 6
0

5

10

15

20

25

1 2 3 4 5 6
0

5

10

15

20

25

M onkey Snow Sunset

1 2 3 4 5 6
0

5

10

15

20

25

1 2 3 4 5 6
0

5

10

15

20

25

1 2 3 4 5 6
0

5

10

15

20

25

F lowers Pyramid Coral

Figure 5: Matching betweenimagemodel to categorymodel. The y-axispresents the KL-
distanceand the x-axis presents the categorynumber (Figure 4). Category models are
createdby three methods: averagemodel (solid), reducedmodel learnedfrom samples
(dashed)and reducedmodel learnedfrom parameters(dotted).
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Figure 6: Category model to category model matching (solid) and image model to
categorymodel matching (dashed). The y-axis presents the KL-distance and the x-axis
presents the categorynumber (Figure 4). Category model usedis the averagemodel.
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al. [1]. Tables7 and 8 summarizethe correlation results obtained betweenthe modi�ed

classi�cation and the hand-picked classi�cation for each of the representations. The

correlation measureis calculatedas the trace of the correlation matrix:

correlation =
P K

i=1 mat(i; i )
N

� 100%; (17)

where K = 16 is the number of selectedcategories,N = 1460 is the total number

of imagesin the databaseand mat is the correlation matrix created for each of the

representations

The experiments performedusing the GMM representation are summarizedin Table

7. Image and cluster models were built and tested using color featuresonly, as well as

color and location features. From the results it can be seenthat adding the location

features to the models improves the correlation with the supervised training set. An-

other parameter tested is the cluster model complexity. The cluster model complexity

dependson the number of Gaussiansused to represent the model. In chapter 4.1 the

averageGMM was introducedasa model that contains all the parametersof the image

GMMs within an image-set. In chapter 4.3 we introduced a method for reducing the

number of parametersrepresenting the image-setmodel, basedon the initial average

GMM. In the current experiment we try to evaluate the minimum number of Gaussians

neededto represent an image-setwithout losing important information. We compare

the classi�cation resultsobtained using the averageGMM (with the highestmodel com-

plexity) to the resultsobtained by usingvarious reducedGMMs. In the reducedmodels

the number of Gaussiansrepresenting each categoryis up-to 20, 100and 300Gaussians

per categorymodel. As can be seenfrom the results, using categorymodelswith up-to

100Gaussiansgivesa higher correlation result than using the averagemodel, or a model

with lessGaussians.Using up-to 300 Gaussiansdoesn't improve the results enoughto

justify the complexity. Basedon these results, the selectedmodel is the GMM with

up-to 100Gaussiansusing color and location features. The categoryGMMs with up-to

20 Gaussiansare displayed in Figures9 and 10 (chapter 8). A Gaussianin the model is

displayed as a localizedcoloredellipsoid. A clear correspondencebetweenthe category

content and the Gaussiansin the GMM representation can be seen.
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The correlation results obtained when using the histogram representation are sum-

marizedin Table8. We usedtwo levelsof quantization for the histogramrepresentation.

A binning of 8x8x8 (512 quantization levels) which is commonly found in the literature

and a binning of 16x16x16 (4096 quantization levels) which has a resolution with the

sameorder of magnitude as our preferredGMM representation 3. A higher correlation

is obtained with the binning of 16x16x16. Comparing the GMM framework and the

histogram framework we �rst look at correlation results obtained with GMM basedon

color featuresonly. In this casewe relay on the samepixel featuresfor the histogram

and GMM representations. The results show that the correlation obtained with the

GMM is higher. When the location featuresare addedin the GMM representation, this

correlation increaseseven more, thus indicating the advantage of using the GMM for

imageand cluster representation.

AverageGmm 20G 100G 300G
Color 71.00 73.83 76.10 75.72

Color + XY 75.72 76.09 84.06 84.4

Table 7: Correlation results obtained with the GMM representation (%)

8x8x8 16x16x16
60.65 71.40

Table 8: Correlation results obtained with the histogram representation (%)

Table 9 presents the correlation matrix result of the experiment basedon the color

and location GMM with up-to 100Gaussians.The rows correspond to the hand-picked

classi�cation and the columnsto the classi�cation createdby the GMM representation.

The categoriesare labelled by numbers that correspond to the numbers in Table 11

(chapter 8). The results clearly show that most of the imagesretained their original

3With up-to 100 Gaussiansand a �v e dimensional feature spacethe GMM model representation
is upper limited with 3100 parameters: 100 parameters for the weights, 500 parameters for the mean
values,2500parameters for the variance.
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labels: The valueson the matrix diagonal are high, meaning that most of the images

within a speci�c categoryare indeedclosestto the category'smodel.

The matrix values indicate a correlation between categories in the database. For

example,imagesfrom categoriesnumber 11and 16switchedlocation. The samehappens

with imagesof categoriesnumber 4 and 8, and categoriesnumber 5 and 9. Looking at

sampleimagesfrom each of thesecategories,we can seethat they are visually similar in

terms of color and location (Figures 9 and 10, chapter 8). This correlation is signi�cant

whentrying to estimateunsupervisedclassi�cation, in which casewe may expect similar

clustersto mix.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16
1 88 2 1 0 0 0 2 1 0 0 0 0 0 4 2 0
2 0 54 0 0 0 0 0 0 0 4 0 1 0 0 0 1
3 2 1 73 0 0 1 0 2 0 0 0 0 0 0 1 0
4 0 0 0 91 0 1 0 6 0 0 0 0 0 0 0 2
5 0 0 2 0 88 0 0 0 7 0 2 0 0 0 1 0
6 0 1 3 1 0 75 0 0 0 0 0 0 0 0 0 0
7 1 0 3 0 0 0 71 0 0 0 2 0 0 1 2 0
8 5 0 0 3 0 0 0 74 1 0 0 1 0 2 4 0
9 0 0 1 0 3 0 0 0 96 0 0 0 0 0 0 0

10 0 0 1 0 0 0 0 0 0 94 2 2 0 0 0 1
11 0 0 0 2 0 0 0 2 0 2 82 0 0 0 0 12
12 0 0 0 2 0 0 0 0 0 3 0 95 0 0 0 0
13 0 0 0 0 0 0 0 0 0 2 0 0 88 0 0 0
14 1 0 2 0 1 0 3 0 0 0 1 0 0 90 2 0
15 3 0 0 0 0 0 1 0 0 0 0 0 0 2 74 0
16 0 0 0 4 0 0 0 0 0 2 7 6 0 3 0 78

Table 9: Correlation matrix createdby the GMM framework with up-to 100Gaussians.
The rows correspond to the hand-picked classi�cation and the columnsto the classi�ca-
tion createdby the GMM framework.
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5 The Information Bottlenec k (IB) Metho d

This chapter provides a theoretical introduction to the information bottleneck method

and its application to unsupervised data clustering. This method was demonstratedso

far, in the unsupervisedclassi�cation of discrete data representations (seechapter 2).

In the following chapter (chapter 6) an innovative continuous versionof the IB method

is applied to the GMM imagerepresentation for performing the imageclustering task.

The information bottleneck (IB) principle statesthat the desiredclusteringamongall

possibleclusteringsof a given object set, into a �xed number of clusters,is the onethat

minimizesthe lossof mutual information betweenthe objects and the featuresextracted

from them. Assumethere is joint distribution p(x; y) on the \ob ject" spaceX and the

\feature" spaceY. According to the IB principal we seeka clustering X̂ such that, given

a constraint on the clustering quality I (X ; X̂ ), the information lossI (X ; Y) � I (X̂ ; Y)

is minimized.

5.1 IB motiv ation

The IB method can be motivated from Shannon'srate distortion theory (Cover and

Thomas [7]) which provides lower bounds on the number of classesa sourcecan be

divided to, given a distortion constraint. Given a random variable X and a distortion

measured(x1; x2), de�ned on the alphabet of X , we want to represent the symbols of X

with no morethan R bits, i.e. there areno morethan 2R clusters. It is clear that we can

reducethe number of clusters by enlarging the averagequantization error. Shannon's

distortion rate theorem states that the minimum averagedistortion we can obtain by

representing X with only R bits is given by the following distortion-rate function:

D(R) = min
p(x̂ jx)jI (X ;X̂ )� R

Ed(x; x̂) (18)

wherethe averagedistortion Ed(x; x̂) is
P

x; x̂ p(x)p(x̂jx)d(x; x̂) and I (X ; X̂ ) is the mutual

information betweenX and X̂ given by:

I (X ; X̂ ) =
X

x; x̂

p(x)p(x̂jx) log
p(x̂jx)
p(x̂)

:
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The random variable X̂ can be viewed as a soft-probabilistic classi�cation of X.

Unlike classicalrate distortion theory, the IB method avoids the arbitrary choiceof

a distance or a distortion measure. Instead, clustering of the object spaceX is done

by preservingthe relevant information about another spaceY. We assume,as part of

the IB approach, that X̂ ! X ! Y is a Markov chain, i.e. given X the clustering X̂ is

independent of the feature spaceY. Considerthe following distortion function:

d(x; x̂) = DK L ( p(yjX = x) jj p(yjX̂ = x̂) ) (19)

where DK L (f jjg) = E f log f
g is the Kullback-Leibler distance [7]. Note that p(yjx̂) =

P
x p(xjx̂)p(yjx) is a function of p(x̂jx). Hence,d(x; x̂) is not predetermined. Instead it

dependson the clustering. Therefore,aswe search for the best clustering we alsosearch

for the most suitable distancemeasure.

The lossin the mutual information betweenX and Y causedby the (probabilistic)

clustering X̂ can be viewed as the averageof this distortion measure:

I (X ; Y) � I (X̂ ; Y) =
X

x; x̂ ;y

p(x; x̂; y) log
p(xjy)
p(x)

�
X

x; x̂;y

p(x; x̂; y) log
p(yjx̂)
p(y)

=
X

x; x̂ ;y

p(x; x̂; y) log
p(yjx)
p(yjx̂)

=
X

x; x̂

p(x; x̂)
X

y
p(yjx) log

p(yjx)
p(yjx̂)

= EDK L (p(yjx)jjp(yjx̂))

(20)

The results of substituting distortion measure(19) in the distortion rate function (18)

is:

D(R) = min
p(x̂ jx)jI (X ;X̂ )� R

I (X ; Y) � I (X̂ ; Y) (21)

which is exactly the minimization criterion proposedby IB principle, namely, �nding a

clusteringthat causesminimum reduction of the mutual information betweenthe objects

and the features.

5.2 Unsup ervised clustering using the IB metho d

The minimization problem posedby the IB principle can be approximated by each of

the following algorithms.
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5.2.1 Agglomerativ e Information Bottlenec k (AIB)

The AIB is a greedyalgorithm basedon a bottom-up merging procedure(Slonim and

Tishby [28]). The algorithm starts with the trivial clustering whereeach cluster consists

of a singlepoint. Sincewe want to minimize the overall information losscausedby the

clustering, in every greedystepwe mergethe two classessuch that the lossin the mutual

information causedby merging them is the smallest. Let c1 and c2 be two clusters of

symbols from the alphabet of X , the information lossdue to the mergingof c1 and c2 is:

d(c1; c2) = I (Cbef ore; Y) � I (Caf ter ; Y) � 0

whereI (Cbef ore; Y) and I (Caf ter ; Y) are the mutual information betweenthe classesand

the feature spacebefore and after c1 and c2 are mergedinto a single class. Standard

information theory manipulation reveals:

d(c1; c2) =
X

y;i =1 ;2

p(ci ; y) log
p(ci ; y)

p(ci )p(y)
�

X

y
p(c1 [ c2; y) log

p(c1 [ c2; y)
p(c1 [ c2)p(y)

=

=
X

y;i =1 ;2

p(ci ; y) log
p(yjci )

p(yjc1 [ c2)
=

X

i =1 ;2

p(ci )DK L (p(yjci )jjp(yjc1 [ c2)) =

(p(c1) + p(c2))JS(p(yjc1); p(yjc2)) (22)

which is the Jensen-Shannondivergence(Lin [18]) betweenp(yjc1) and p(yjc2) multiplied

by the sum of the two clustersprobabilities.

Empirical results indicate that the information loss in each step of the algorithm

is increasedwith decreasingnumber of clusters K [28]. Plotting the loss of mutual

information causedby merging two clusters in each step of the algorithm, we can see

a gradual increasein the graph as long as we mergesimilar clusters. If at somepoint

it becomesrelatively high, it is an indication that we mergedtwo non similar clusters.

Sincewe usea greedymerging procedure,further merging results in a substantial loss

of information. From this point of a relatively high information loss,we can concludea

value of K \meaningful" cluster partitions that exist in the database.This value of K

clusters is the minimum number of clusters that can represent the entire feature space

without losing a substantial amount of information.

35



The main obstacleto the greedyagglomerative procedureis that �nding an optimal

clustering solution is not guaranteed. In fact, it is not guaranteed to �nd a stable

solution, in which each object belongsto the cluster it is most similar to. The greedyAIB

does,however, arrangethe objects into a tree structure and this has many advantages

for databasemanagement. It is also able to de�ne the optimal number of clusters that

represent the imagesin the database.

5.2.2 Sequential Information Bottlenec k (SIB)

The sequential clusteringalgorithm (Tishby et al. [26]) is a modi�cation of the standard

K-means algorithm. Like the K-means procedure, the sequential clustering maintains

a �xed amount of K clusters. The algorithm starts from an initial partition C of the

objects in X into clusters. At each step of the algorithm oneobject x 2 X , is \dra wn"

out of its current cluster c(x) into a newsingletoncluster. Using a greedyagglomerative

step, x is merged into cnew so that cnew = argmin c2 CdF (f xg; c) and a new partition

Cnew is obtained. F (C) is the scorefunction being maximized in each of the algorithm

iterations and dF (f xg; c) is a greedy merging criterion basedon this score function.

Assumingthat cnew 6= c it is easyto verify that F (Cnew) > F (C). Therefore,each step

either improvesthe scoreor leavesthe current partition unchanged. If F (C) is known to

be upper bounded,convergenceto a local maximum of F is guaranteed. The sequential

algorithm can be trapped in a local optima. Two ways of approaching this problem are:

1. Start with an initial smart partitioning of the objects in X into clusters,e.g. use

the agglomerative algorithm for K clusters.

2. Use a random starting point, perform n di�eren t random initializations of C to

obtain n di�eren t solutions,and selectthe solution that maximizesF (C).

The main di�erence betweensequential clustering and the standard K-means is in

the updating scheme. The K-means algorithm performs parallel updates: Only after

each element x selectsits newcluster, do we move all the elements to their newclusters.

The cluster centers are therefore updated once, after all the elements were moved to

their preferred location. In the sequential clustering algorithm the cluster centers are
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modi�ed after each element selectsits new cluster. The sequential updating scheme

acceleratesthe convergenceprocess.The samegreedymergingcriterion is usedin both

algorithms. When applying the sequential algorithm and the K-meansalgorithm to the

IB method, F (C) is de�ned as the mutual information, I (C; Y). The greedymerging

criterion dF (f xg; C) is the information lossdue to the mergingof two clusters(Equation

(22)). Adding an element to a speci�c cluster is therefor performed in a way that

minimizes the loss of mutual information between the clusters and the feature space.

Since I (C; Y) has an upper bound (Cover and Thomas [7]), convergenceinto a local

maximum is guaranteed.
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6 Using the IB Metho d for Clustering of Image
GMMs

In this chapter weusethe proposedalgorithmsbasedon the IB method, for the clustering

of image GMMs. In order to apply the IB principle we have to �rst de�ne a joint

distribution on the images(the objects) and their features. In the following, we denote

by X the set of imageswe want to classify. We assumea uniform prior probability p(x)

of observingan image. We denoteby Y the random variable associated with the feature

vector extracted from a singlepixel. The Gaussianmixture model we useto describe the

feature distribution within an imagex is the conditional density function p(yjx). Thus

we have a joint image-featuredistribution p(x; y). Note that since p(yjx) is a GMM

distribution, the density function per cluster c, p(yjc) = 1
jcj

P
x2 c p(yjx), is a mixture of

GMMs and thereforeit is alsoa GMM.

Let f 1; f 2 be the GMMs associated with imageclustersc1; c2 respectively. The GMM

of the mergedcluster c1 [ c2, denotedby f , is the GMMs average (chapter 4.1):

f (y) =
jc1j

jc1 [ c2j
f 1(y) +

jc2j
jc1 [ c2j

f 2(y): (23)

According to Equation (22), the distancebetweenthe two imageclustersc1 and c2 is:

d(c1; c2) =
jc1j
N

DK L (f 1(y)jj f (y)) +
jc2j
N

DK L (f 2(y)jj f (y)); (24)

where N is the size of the image database. Hence, to compute the distance between

two image clusters c1 and c2 we needto compute the KL-distance betweentwo GMM

distributions.

Sincethe KL-distance betweentwo GMMs cannot be analytically computed,we can

numerically approximate it through Monte-Carlo procedures. Denote the feature set

extracted from the imagesbelongto cluster c1 by y1 : : : yn . The KL-distance DK L (f 1jj f )

can be approximated as follows:

DK L (f 1jj f ) �=
1
n

nX

t=1

log
f 1(yt )
f (yt )

: (25)

Another possibleapproximation is to usesynthetic samplesproducedfrom the Gaussian

mixture distribution f 1 instead of the image data. This enablesus to compute the
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KL-distance without referring to the imagesfrom which the models were built. Image

categorization experiments show no signi�cant di�erence between these two proposed

approximations of the KL-distance [12]. The expressionDK L (f 2jj f ) canbeapproximated

in a similar manner 4. The useof KL-distance as a similarit y measurebetweenGMMs,

both for imageretrieval and for imageclusteringwasstudiedby Greenspanet al. [12, 13].

In this work we utilize the IB method, and obtain a new distancemeasurewhich is used

for the above purposes.

6.1 The Agglomerativ e IB algorithm

The implementation of the agglomerative IB algorithm (chapter 5.2.1) for image clus-

tering is the following:

Input:

ImageGMMs, N = jX j.

Output:

A tree structured imagearchive, whereeach level of the tree represents clustering

of the databaseinto K clusters,K = 1; :::;N (top to bottom).

Initialization:

� For i = 1: : : N

{ ci = f x i g

{ p(ci ) = p(x i ) = 1
N

{ p(yjci ) = p(yjx i ) = GM M i

� C = c1; : : : ; cN ; a single imagein each cluster.

� For every i; j = 1: : : N; i < j , calculate :

di;j = (p(ci ) + p(cj ))JS(p(yjci ); p(yjcj ))

4Approximating the KL-distance through the Monte-Carlo procedurestrongly dependson the num-
ber of samplesused. There is a trade-o� between the number of samplesand the consistencyof the
approximation which should be considered.
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Lo op:

� For t = 1: : : (N � 1)

{ Find f m; ng = argmin i;j f di;j g

{ Merge f cm ; cng ! �c

� p(�c) = p(cm ) + p(cn)

� p(yj�c) = jcm j
jcm [ cn j GM Mm + jcn j

jcm [ cn j GM M n

{ Update C = f C � f cm ; cngg[ f �cgg

{ Update di;j betweenexisting clustersand the new cluster.

� End For

An illustration of the AIB algorithm is shown in Figure 7. The useof actual images

instead of their corresponding representations is for illustration purposesonly. The

algorithm starts with the trivial clustering whereeach cluster consistsof a singleimage.

In each step two clustersare combined in a way that minimizesthe information lossdue

to clustering. The clusteringprocessendswhenall the imagesarecombined into a single

group. The line drawn after step 6 of the algorithm shows the optimal clustering C of

this image-set.Any mergeafter that step results in a signi�cant lossof information. We

can thereforeconcludethat K = 3 is the optimal number of clustersin this example.

40



Figure 7: Running the AIB algorithm on 9 images.The imagesare represented by their
corresponding GMMs. The line drawn after step 6 shows the optimal division of the
group into 3 clustersas was revealedduring the AIB process.
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6.2 The Sequential IB algorithm

Implementation of the sequential clustering algorithm (chapter 5.2.2) on a databaseof

imageGMMs requiresthe following considerations:

� The number of clusters,K , may be a single-digit number for a very large archive.

Many images are thus a�liated with each cluster. The clusters centroids are

generatedfrom a very large set of GMMs, and becomevery complex and fuzzy

(seechapter 4). It is very di�cult to reach a de�nite classi�cation result, in which

there are no more changesin cluster grouping. Due to the centroids fuzziness,

when the optimal classi�cation is reached imagescan be closeto more than one

centroid.

� The Monte-Carlo procedureis usedfor estimating the KL-distance: A very large

number of samplesis required for representing all the Gaussiansin the cluster

centroid. This leadsto a very high computational complexity, and makesthe cal-

culation sensitive to samplenoise.When an imageis closeto morethan onecluster

centroid, using the estimatedKL-distance in the greedyclassi�cation criterion can

make the image swing from one cluster to the other in the di�eren t algorithm

iterations. In that casethe entire classi�cation result swingsaround the optimal

point.

Trying to handle this limitations we:

� Move an image from one cluster to the other only if the di�erence between the

imageand the newcluster centroid is smaller than the distancebetweenthe image

and its current cluster centroid by a prede�ned threshold. As explainedin chapter

5.2.2, dF (f xg; C) is the information we lose when we move the image from one

cluster to the other. Becauseof the sensitivity of the KL-distance approximation

to samplenoise,we perform the changeonly if it causesa signi�cant reduction in

information loss.

� Since we can't reach a hard classi�cation when the clusters becometoo fuzzy,

we needto �nd a stopping criterion for the algorithm iterations that will provide
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satisfactory results. In chapter 7.2we de�ne a clusteringquality measurebasedon

the information lossmeasureintroducedin Equation (24). Trying to minimize the

total information lossduring the clustering processwe let the algorithm iterate as

long as the information lossdecreases.Sinceour entire solution can swing around

the optimal classi�cation result, we stop the algorithm iterations when we reach a

point of minimum information loss.

The Sequential IB algorithm for imageclustering is the following:

Input:

ImageGMMs, N = jX j; K ; Thr esh = 0:1%.

Output:

A partition C of imagesinto K clusters.

Initialization:

� Start from a randompartition of imagesinto K groups,or from the partition

derived from AIB algorithm for K clusters.

� Build the initial GMM for each cluster.

� Calculate the total information lossfor the initial partition (chapter 7.2).

Main Lo op:

� While the total information lossdue to clustering is reduced:

{ for x = 1: : : N

� Remove x out of c(x).

� cnew (x) = argmin cdF (f xg; c).

� if cnew (x) 6= c(x) and dF (f xg; c(x)) � dF (f xg; cnew (x)) > Thr esh,

then mergex into cnew (x).

{ calculate total information lossdue to the new partition.
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7 Mutual Information as a Qualit y Measure

In this chapter we revisit the de�nition of mutual information, I (X ; Y), as the relative

entropy between the joint distribution, p(x; y), of the two random variables X and Y

and the product of their respective marginal probability functions p(x) and p(y):

I (X ; Y) =
X

x2 X

X

y2 Y

p(x; y)log
p(x; y)

p(x)p(y)
: (26)

I (X ; Y) is alsode�ned asthe reduction in the uncertainty of X basedon the knowledge

of Y (Cover and Thomas [7]). We introduce here two scenariosin which the mutual

information can be used as a quality measure. Utilizing the mutual information as a

quality measurefor continuousdata representations is novel. Currently, no closedform

solutions are available for thesetypesof representation.

7.1 Mutual Information for the evaluation of image represen-
tations

In chapter 2 several image representations used for image databasemanagement were

reviewed (such ascolor histogramsand color GMM). Trying to comparetheserepresen-

tations is a very challengingtask sincethe method of comparisoncannot depend on the

representations themselves. We suggestthat the mutual information I (X ; Y) between

the images,X , and the featuresextracted from them, Y, can serve asa quality measure

by which the various image representations can be compared. The larger this value

is, the more information exists in the image representation regarding the actual image

content. The imagerepresentation is thusmoresuitable for databasemanagement tasks.

When images are represented by discrete data representations (i.e. histograms),

calculating the mutual information is a simple task. I (X ; Y) can be computeddirectly

from the imagehistogramsin the following manner:

� Create the correlation matrix betweenall the imagesand their extracted features.

Every row of the matrix relatesto one image,and the columnsare the respective

histogram bins. Note that the valuesin the matrix are normalizedby the number

of imagesin the database,N .
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� Calculate I (X ; Y) usingEquation (26), wherep(x) = 1=N is a singleimageproba-

bilit y which is uniform for all images.p(y) is the sumof the histogrambins relating

to featurey and is calculatedasthe sumof the correlation matrix columns. p(x; y)

is the mutual probability betweena speci�c imagex and a speci�c feature y and

is derived from the correlation matrix cells.

There is no closed-formexpressionfor the mutual information for a mixture of Gaus-

siansdistribution. The information lossdue to the merging of two clusters, introduced

in Equation (24) (chapter 6), providesus with a tool for approximating this measure.In

the proposedapproximation imagemodelsare mergedsuccessively into a singlecluster,

merging two clusters at a time according to Equation (24). The information loss cal-

culated in each step is summarized. The merging order is of no importance. The total

information lossduring the merging processis exactly the mutual information I (X ; Y)

we wish to approximate.

7.2 Mutual Information as a measure for clustering qualit y

Basedon Equation (24) and a method similar to the approximation of I (X ; Y) discussed

above (7.1), it is alsopossibleto measureclusteringquality. Given a speci�c partition of

the databaseinto clusters,C, we canestimatethe amount of information lossduring the

clusteringprocessasthe sumof all the information losseswhile mergingelements within

each cluster of C. A lower information loss indicates a better clustering. I (C; Y) the

mutual information betweenthe clustersand the featuresis calculated by merging the

clustersthemselvesinto a singlegroup. Calculating I (C; Y) can be more e�cien t when

a small number of clusters is considered. A higher value for the mutual information

indicatesa clustering that more strongly represents the original feature set. Combining

the information lossand the mutual information for a speci�c partition C, we receive

the mutual information betweenthe entire image-setand the features,I (X ; Y).

Figure 8 presents di�eren t partitions of an image-setinto three clusters. The rows in

each partition represents di�eren t clusters. In partition C1 each cluster exhibits di�eren t

color and spatial characteristics. Partitions C2 and C3 present suboptimal divisions of

the image-set,with a di�eren t quality of clustercoherency. If wewant to rank the various
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partitions basedon cluster coherencywe will rank C1 as the best partition followed by

C2 and C3. We calculated the information lossmeasurefor thesepartitions, as well as

the mutual information, I (C; Y), and obtained the valuespresented in Table 10. The

Tableshowsthat there is a correlationbetweenour conceptualperceptionand the results

measuredfor each of the partitions. Partition C1 su�ers from minimal information loss,

and obtains maximal mutual information between clusters and features, as expected.

Combining the information lossand the mutual information for each partition, wereceive

the mutual information, I (X ; Y), which is constant for all of the partitions since it

doesn't depend on the clustering. 5

(C1) (C2) (C3)

Figure 8: Three di�eren t partitions (rows = clusters) of a given image-set

C1 C2 C3

Information Loss 1.22 1.40 1.54
I (C; Y) 1.51 1.32 1.18
I (X ; Y) 2.73 2.72 2.72

Table 10: Clustering quality for the three partitions of Figure 8.

5Note that the measuresI (X ; Y ), I (C; Y ) and information loss, may vary when calculated several
times, due to the approximation of the KL-distance used in their calculation (e.g. the I (X ; Y ) values
in Table 10).
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8 Exp erimen tal Results

This chapter presents an investigative analysis of the proposedscheme, in which we

combine the GMM representation with the IB method for image clustering. The IB

method's abilit y to generatea tree structure and to discover an optimal number of

clusters in the databaseis demonstrated in chapter 8.1. In chapter 8.2 we evaluate

unsupervisedclustering results, createdby the agglomerative IB algorithm and various

image representations. The clustering results are evaluated by comparing them to a

ground truth provided as a labelled set of images. Mutual information as a quality

measureis demonstratedin chapter 8.3. Finally the useof clusteringfor e�cien t retrieval

is demonstratedin chapter 8.4,whereretrieval is alsousedto test the in
uence of various

parameterson the clustering results.

The databaseused throughout the experiments consistsof 1460 imagesselectively

hand-picked from the COREL databaseto create16 categories(the samedatabaseused

in chapter 4.5). The imageswithin each category have similar colors and color spatial

layout, and can be labelled with a high-level semantic description. Somesampleimages

from each of the categoriesare presented in Figures9 and 10. Table 11 summarizesthe

number of imagesextracted for each of the categories.

8.1 The Agglomerativ e Information Bottlenec k for determin-
ing an appropriate num ber of clusters

When performing unsupervised clustering on a data set for which we have no prior

knowledge,an interesting questionarises:What is the actual number of clusterspresent

in the database? This question can be answered using the agglomerative information

bottleneck. The bottom-up clustering method described in chapter 6, was applied to

the GMM representation basedon color and location. We started with 1460 clusters

whereeach imagemodel is a cluster. After 1459stepsall the imagesweregrouped into

a singlecluster. The given databasewas thus arrangedin a tree structure.

The loss of mutual information during each merging step of the clustering process

is shown in Figure 11. The x-axis indicates the last 60 steps of the algorithm. The
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1:Animal s in Snow

2:Beverages

3:Buil dings

4:Tigers and Lions

5:Coast l ine

6:Desert

7:Dolphins and Wales

8:Elephants and H ippos

Figure 9: Imagedatabasecategories1 � 8 (left). Category GMMs (right).
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9:F ields

10:F ir eworks

11:F ish

12:Red f lowers

13:Sunset

14:Waterf all

15:Waves

16:Yellow f lowers and M ushrooms

Figure 10: Imagedatabasecategories9 � 16 (left). categoryGMMs (right).
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Cluster Number of Images
1. Animals in snow 100
2. Beverages 60
3. Buildings 80
4. Tigers and Lions 100
5. Coast line 100
6. Desert 80
7. Dolphins and Wales 80
8. Elephants and Hippos 90
9. Fields 100
10. Fireworks 100
11. Fish 100
12. Red 
o wers 100
13. Sunset 90
14. Waterfall 100
15. Waves 90
16. Yellow 
o wersand Mushrooms 100

Table 11: Number of imagesin each cluster

y-axis shows the amount of mutual information loss (in bits) causedby merging the

two clusters selectedat the corresponding step. The labels associated with the last

points of the graph indicate the number of clusters created in the corresponding step.

There is no need to present the information loss during the entire clustering process,

sincemeaningful changesoccur only towards the end of the process.There is a gradual

increasein information lossuntil we reach a point of signi�cant lossof information. This

point helps us determine a \meaningful" number of clusters existing in the database.

From this point on, every merge causesa signi�cant degradation of information and

therefore leadsto a worseclustering scenario. As can be seenfrom Figure 11, the �rst

signi�cant jump in the graph is found in the transition from 13 to 12 clusters. Figure

12 presents the tree createdby the last stepsof the algorithm starting from 19 clusters

(the tree leaves). Clusters are mergedin each of the agglomerative steps,until a single

group is created. The numbers associated with each of the tree nodes are the same

numbers associated with the graph points in Figure 11, representing the number of
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clusterspresent in that step.

Figure 13 presents someexample imagesfrom each of the 19 clusters created by

the algorithm. The cluster numbers correspond to the tree leaf numbers in Figure 12.

Figures 11 to 13 demonstrate the algorithm's behavior on real images. We can see

that the gradual increasein information loss is correlated with the merging of visually

similar clusters (steps 19 to 13 in Figures 11 and 12) and that the signi�cant increase

in information lossstarting from 13 clusters is associated with the merging of visually

di�eren t clusters. For example, the signi�cant jump from 13 to 12 clusters which is

associated with the mergingof clustersnumber 18 and 19. An exceptionexistswith the

mergingof clusters6 and 7 in step15. This mergeis not associatedwith a signi�cant loss

of information but the sampleimagesof the respective clusters are evidently di�eren t

(though when looking at the entire image-setrelated with each cluster there are similar

imagesin both groups). We relate this exceptionto the greedynature of the algorithm

that tends to mergesmall clusters (which was the casewhen these two clusters were

merged).
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Figure 11: Lossof mutual information during the clusteringprocess.The labelsattached
to the �nal 19 algorithm steps,indicate the number of clustersformed per step.

52



Figure 12: Tree structure created by the clustering process,starting from nineteen
clusters. The number of clusters in each algorithm step is indicated at each of the tree
nodes.
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1:

2:

3:

4:

5:

6:

7:

8:

9:

10:

11:

12:

13:

14:

15:

16:

17:

18:

19:

Figure 13: Example imagesfrom the nineteen clusters created during the clustering
process.Cluster numberscorrespond to the tree leavesof Figure 12.
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8.2 AIB clustering correlation with a lab elled data set

One of the main di�culties when trying to estimateclustering quality, is to �nd a qual-

it y measurenot dependent on the modelsusedand the distancemeasurebetweenthem.

Creating the correlation matrix between a pre-labelled image set (by supervised clus-

tering) and the unsupervisedclustering classi�cation, provides us with such a measure.

The mutual information I (X ; Y), Equation (26) (chapter 7), betweenthe unsupervised

classi�cation and the supervisedclassi�cation, calculatedusing this correlation matrix,

dependson nothing but the imagelabels. A high value of mutual information indicates

a strong resemblance between the content of the unsupervisedclusters and the hand-

picked categories. The main drawback of this method is the need for a large labelled

database.In this experiment wehavea databasewith 16labelledcategories.Weperform

unsupervisedclustering with the AIB algorithm applied to three imagerepresentations:

GMM basedon color features (3D feature space),GMM basedon color and location

features (5D feature space)and global color histograms. The mutual information be-

tweenthe supervisedclustering and the unsupervisedclustering is calculatedfor each of

the algorithm steps. p(x) and p(y) are dependent on the cluster size,p(x; y) is drawn

from the correlation matrix cells. The number of unsupervisedclusters rangesfrom N

clustersto onecluster, corresponding to the algorithm steps.

Figure 14 presents the change in mutual information during the steps of the AIB

algorithm. The results when using global color histogramsare plotted as a dashedline.

The resultsobtainedwith color GMM areplotted asa solid line and the resultsobtained

with GMM basedon colorand location areplotted asa dotted line. The x-axisrepresents

the algorithm stepsand the y-axis the corresponding mutual information. Sincea higher

value of I (X ; Y) indicates a higher correlation of the unsupervisedclustering with the

ground-truth, we wish for the curves to strive to the upper right corner of the graph.

The results presented in Figure 14 show that we obtain similar results for the two

representations based on GMM. These results are better than the clustering results

obtained by the histogram representation, supporting our conclusionfrom chapter 4.5

that the GMM is a better model for cluster and imagerepresentation.

An interesting question is whether there is a correlation between the information
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lossduring the clustering process(Figure 11, chapter 8.1) and the mutual information

betweenthe unsupervisedclustering obtained in each of the algorithm stepsand the la-

belledcategories(Figure 14). The information losscurve is gradually increasing(Figure

11) and the mutual information between the unsupervisedclustering and the labelled

categoriesis gradually decreasing(Figure 14), indicating a correlated behavior. Figure

15 zooms in on the breaking point of the curvesfrom Figure 14. A signi�cant decrease

in mutual information betweenthe unsupervisedclustering and the labelled categories,

starts from step 1420of the algorithm. Larger changesstart from step 1440. A similar

behavior is seenin Figure 11. Starting from step 1420 the information loss increases

more rapidly, and signi�cantly changesfrom step 1440onwards.

A closer look at Figure 14 reveals that during the last steps of the algorithm the

behavior of I (X ; Y) changesdepending on the representation used. We can seethat

the best result is achieved by the color GMM and that the other two representations

exhibits similar results. Looking at I (X ; Y) calculatedfor 13 clusters,which was found

as the optimal number of clusters representing the database(chapter 8.1), we can see

that all the representations receive similar results. The color based representations

receive slightly better results (Table 12). A possibleexplanation might be the fuzziness

associated with a small number of clusterseach containing a large image-set. In which

casethe color featurestend to be more dominant than the location features.

Imagerepresentation I (X ; Y)
Color GMM 1.47

Color + XY GMM 1.45
Color Histogram 1.47

Table 12: Mutual information betweena supervisedclassi�cation for 16 categoriesand
unsupervisedclassi�cation for 13 clusters.
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Figure 14: Mutual information between unsupervised clusters and labelled categories
during the stepsof the AIB algorithm. The a�ect of imageand cluster representations
on the clustering results.
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Figure 15: Zoom-in on the breaking point of the curvesin Figure 14
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1 2 3 4 5 6 7 8 9 10 11 12 13
1 16 63 15 71 3 1 1 0 0 0 0 0 0
2 2 1 0 0 46 0 2 7 1 1 0 0 0
3 35 1 5 21 2 2 4 5 1 1 3 0 0
4 1 0 1 28 0 1 1 2 58 0 0 8 0
5 4 0 1 0 0 74 15 0 1 0 5 0 0
6 0 0 0 12 0 1 0 64 0 3 0 0 0
7 0 1 71 0 1 0 1 0 0 0 6 0 0
8 6 10 1 57 2 3 4 0 2 0 5 0 0
9 1 1 0 0 1 84 5 0 3 0 5 0 0

10 3 0 0 0 0 0 0 7 2 51 0 2 35
11 3 0 0 0 4 1 2 0 28 5 55 2 0
12 0 1 1 0 5 0 2 0 38 2 0 50 1
13 0 0 0 0 0 0 0 21 0 3 0 0 66
14 18 0 8 0 0 4 66 0 2 1 0 1 0
15 2 7 34 0 14 0 17 0 0 0 6 0 0
16 4 0 0 0 0 0 5 0 65 8 11 7 0

Table13: Correlation matrix createdby the 13unsupervisedclustersand the 16 labelled
categories. The rows correspond to the hand-picked classi�cation and the columns to
the classi�cation createdby the AIB algorithm for 13 clusters.

Table 13 is an exampleof the correlation matrix betweenthe 16 hand-picked cate-

goriesand the 13 unsupervisedclusters. This matrix is createdby the resultsof the AIB

algorithm when applied to GMM basedon color and location. The rows correspond to

the hand-picked classi�cation (Table 11) and the columns to the classi�cation created

by the AIB algorithm for 13 clusters. Investigating the distribution of imagesfrom a

speci�c labelled set amongthe 13 unsupervisedclusters(examining the table rows), we

can seethat each categorycontributed mainely to one cluster. This indicates that the

imageswithin a single categoryare not only visually similar but also closein terms of

image representation and distancesamong representations. Investigating which of the

categoriescontributed most to each of the unsupervisedclusters (examining the table

rows), we seethat visually similar categoriescontributed to the sameunsupervisedclus-

ter. This result is acceptablesinceour unsupervisedclustering processis basedon color

and location for the image representation and lacks the high-level conceptual labelling
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which was addedto the hand-picked classi�cation. For example,looking at the matrix

columns, the categoriesnumber: 1,7 and 15 contributed to the unsupervised cluster

number 3. The categories10 and 13 contributed to the unsupervisedcluster number 13.

If we look at sampleimagesfrom the categories(Figures 9 and 10) we can seethat the

imagesrelated to semantically di�eren t categoriesare indeed similar in terms of color

and location.

8.3 Using Mutual Information as a qualit y measure

Another way to evaluate image clustering and image representation was presented in

chapter 7. In this experiment we �rst usethe mutual information betweenthe images

and the featuresextracted from them, I (X ; Y), to evaluate image representations (as

in 7.1). We then use the mutual information between the clusters and the features

extracted from them, I (C; Y), to evaluate the clustering quality (as in 7.2). Using this

quality measuredoesn't require any prior knowledgeof the database(such asa labelled

set of clusters). The results obtained are the actual information the features we use

provide on the databasecontent. A higher mutual information indicatesa better result.

The AIB algorithm was applied to three image representations (similar to the for-

mer experiment). Figure 16 displays the behavior of the mutual information between

clusters and features, I (C; Y), obtained during the stepsof the algorithm. The x-axis

represents the algorithm stepsand the y-axis the corresponding mutual information be-

tween the clusters and the features, estimated in bits. The results when using global

color histogramsare plotted asa dashedline. The resultsobtained with color GMM are

plotted as a solid line and the results obtained with GMM basedon color and location

are plotted as a dotted line. From this �gure we may concludethat the GMM based

on color and location is the most informative representation. The mutual information

betweenthe imagesand the featuresextracted from them I (X ; Y), is presented in Table

14. Thesevaluesare identical to the valuesof the initial points of the curvespresented

in Figure 16; In the �rst stepof the AIB algorithm the number of clustersis equalto the

number of imagesin the database.The curvesbehavior is similar to the behavior of the

graphsin Figures11 and 14. There is a gradual degradationin mutual information due
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to the clusteringprocessand signi�cant changestowards the �nal stepsof the algorithm.

Imagerepresentation I (X ; Y)
Color Histogram 1.45
Color GMM 3.93
Color+XY GMM 5.35

Table 14: Mutual information betweenimagesand imagerepresentations (in bits)
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Figure 16: Mutual information between clusters and features during the steps of the
AIB algorithm. Comparing betweendi�eren t imagerepresentations.

In the following we useI (C; Y) asa quality measurefor evaluating clustering results

obtained by various clustering methods. The databasewas divided into 13 clusters in

all of the experiments. The parameterswe wish to test are the unsupervisedclustering

algorithms and the GMM cluster representation. We �rst comparethe following cluster-

ing algorithms: AIB, SIB and K-means,discussedin chapters5 and 6. We initiate both

the SIB and the K-meanswith the results obtained by the AIB for 13 clusters. Since

the AIB is a greedyalgorithm we expect that the iterations performedby the SIB and

the K-meansalgorithms will improve the clustering results. We next wish to estimate

60



how much the reducedGMM usedfor cluster representation a�ects the clusteringresults

(chapter 4). For this comparisonwe perform the K-meansalgorithm using the reduced

GMM with up-to 100 Gaussiansfor cluster representation and the SIB using the aver-

ageGMM for cluster representation. The reducedGMM with up-to 100Gaussianswas

found to be the best cluster representation in chapter 4.5. This comparisonis appro-

priate since the K-means and the SIB are similar algorithms, they di�er only in their

updating scheme,which leadsto a faster convergencewhenusing the SIB algorithm. By

comparing the two methods we actually evaluate the cluster model used. In both cases

the algorithms are initialized with the results of the AIB algorithm. We usethe same

representation of GMM basedon color and location in all of the experiments. I (C; Y)

is calculated for each of the clustering results and summarizedin Table 15. Looking at

the results we can seethat the SIB and the K-meansalgorithm improved the clustering

result obtained by the AIB algorithm asexpected. The clustersobtained by thesealgo-

rithms retain more information about the features. The resultsusing the averageGMM

and the reducedGMM arevery close.Such resultsmotivate the useof the simplermodel

which is the reducedGMM.

Clustering method I (C; Y)
AIB 1.63
K-means+ reduced GMM 1.68
SIB + averageGMM 1.67

Table 15: Comparing di�eren t clustering methods using I (C; Y). All methods usethe
GMM basedon color and location.

8.4 The use of clustering for e�cien t retriev al

In the next experiment clustering is used for e�cien t image retrieval. During the re-

trieval processthe query image is �rst comparedwith all cluster models. The clusters

most similar to the query image are chosenby applying a threshold on the image-to-

cluster distance. The query image is next comparedwith all the imageswithin these

clusters. Thus the number of comparisonsis reducedconsiderablyas comparedto the
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number of comparisonsrequired by an exhaustive search. Retrieval results are evalu-

ated by precisionversusrecall (PR) curves. Recall measuresthe abilit y of retrieving all

relevant or perceptually similar items in the database.It is de�ned asthe ratio between

the number of perceptually similar items retrieved and the total relevant items in the

database.Precisionmeasuresthe retrieval accuracyand is de�ned as the ratio between

the number of relevant or perceptually similar items and the total number of items re-

trieved. In the following experiments we averagedretrieval results for 320 images,20

imagesdrawn randomly from each of the 16 labelledcategorieswe have in our database.

PR curves were calculated for 10,20,30,40,50,and 60 retrieved images. The smallest

labelled group in the databaseconsistsof 60 images,sinceretrieval results are averaged

on query imagesrelated to various clusters, the smallestcluster dictates the amount of

retrieved imageswhen using clustering for retrieval. The databasewas divided into 13

clustersin all of the experiments.

We �rst compareretrieval with and without clustering. GMM basedon color was

usedfor this experiment. The KL-distance is usedas a distancemeasurebetweenthe

query imageand the cluster models, selectingthe closestclusters. The symmetric KL-

distanceis then usedfor comparingbetweenthe query imageto the imageswithin the

subsetof clusters. During the retrieval processthe selectedimagesare ranked in ascend-

ing order starting from the imageclosestto the query. We applied several thresholdsfor

choosing the number of clusters retrieved from. For the threshold we usethe distance

of the query from the closestcluster, increasingit by 20%, 40% and 60%. The results

are also comparedto exhaustive search. Figure 17 displays PR curvesfor theseexperi-

ments. The numbersassociated with each curve are the averagenumber of comparisons

performed during the retrieval process;The number of comparisonsincreasewith the

number of clusterswe retrieve from, which is de�ned by the threshold. The resultsshow

that usingclustering in our retrieval schemenot only reducesthe number of comparisons

but improvesthe retrieval performance.The threshold of 20%,which gave the best re-

sults, is usedthroughout the rest of the retrieval experiments for choosing the clusters

for the retrieval.

Next, we usethe PR curve to try and estimate various clustering results. A better
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PR curve indicatesa better clustering sincethe query is comparedonly with the images

within the closestclusters. The more these clusters are correlated with the labelled

categories,the better the PR curve will be. We �rst check the clustering performed

by various imagerepresentations (the three imagerepresentations usedthroughout the

experiments). The clustering results of 13 clusters, created by the AIB algorithm for

each of these representations are compared. The KL-distance is used as the distance

measureduring the retrieval process,similar to the former retrieval experiment. As can

be seenfrom Figure 18, the best results are those of the color GMM. GMM basedon

color and location hassimilar resultsto globalcolor histograms. Theseresultsaresimilar

to the results obtained in chapter 8.2, where the correlation betweenthe unsupervised

clustering results and the labelled categorieswas checked.

We next usethe PR curve to perform a comparisonbetweenvariousclusteringmeth-

ods. We comparebetweenunsupervisedclustering algorithms, and investigate the in-


uence of the reducedGMM model used as a cluster model, on the clustering result.

A similar comparisonwas conductedin chapter 8.3, using a di�eren t method. The un-

supervisedclustering is created by: SIB using the averageGMM for cluster modeling

(dashedline), K-means using the reducedGMM for cluster modeling (solid line) and

AIB (dotted line). The KL-distance is usedasthe distancemeasureduring the retrieval

process,as in the �rst retrieval experiment. Figure 19 presents the PR curvescreated

by this experiment. The SIB algorithm together with the averageGMM model achieved

the best results. The performanceof the SIB and the K-means algorithms are better

then thoseof the AIB algorithm. Theseresultsare the sameasthe resultsof the exper-

iment performed in 8.3. The performanceusing the averageGMM are slightly better

than those when using the reducedGMM. As was stated in chapter 4, and veri�ed in

this experiment, using the reducedmodel is a trade-o� betweenlosing information and

complexity which should be considered.

In the last experiment we try to comparebetweenour method (clustering using the

IB theory) and another method which is commonlyusedand often comparedto. We use

the sameimagerepresentation: globalcolor histogram,during this comparison,asweare

interestedin estimating the method itself. Weperform unsupervisedclusteringusingthe
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AIB algorithm, and agglomerative unsupervisedclusteringusingHistogram Intersection

(HI) (similar to Krishnamachari and Abdel-Mottaleb [16]). The databasepartition into

13 clusters created by these two algorithms is compared. Performancesare evaluated

using the following PR curves: PR for retrieval basedon clustering using the IB method

and the KL-distance (solid line). PR for exhaustive retrieval using KL-distance (dashed

line). PR for retrieval basedon clustering using HI, both for clustering and for retrieval

(dash-dot line) and exhaustive retrieval using HI (dotted line). The best results are

obtained by retrieval using clustering basedon the AIB algorithm. Clustering basedon

HI achieved poor performance,which is even worsethan the exhaustive performanceof

this method. The above results show a preferencefor the IB method both for image

clustering and for retrieval.
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Figure 17: Precision vs recall for evaluating retrieval basedon clustering. Each curve
is associated with the averagenumber of comparisonsperformedduring retrieval. This
number dependson the number of clusterswe chooseto retrieve from. All experiments
usethe color GMM representation.
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Figure 18: Precision vs recall for evaluating clustering results created with di�eren t
imagerepresentations.

0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4 0.45
0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

Recall

P
re

ci
si

on

AIB
KMR
SIB

.

Figure 19: Precision vs recall for evaluating clustering results created with di�eren t
algorithms and cluster models. Clustering by AIB algorithm (dotted line). Clustering
by K-meansalgorithm and reducedGMM (solid line). Clustering by SIB algorithm and
averageGMM (dashedline). All experiments usethe representation of GMM basedon
color and location.

65



0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4
0.4

0.45

0.5

0.55

0.6

0.65

0.7

0.75

Recall

P
re

ci
si

on

HI-C
HI-F
HIB-C
HIB-F

Figure 20: Precisionvs recall for evaluating the IB method relative to a method basedon
HI. Cluster search basedon HI (dash-dot line). Exhaustive search basedon HI (dotted
line). Cluster search basedon IB method and KL-distance (solid line). Exhaustive
search basedon KL-distance (dashed line). All experiments use the color histogram
representation.
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9 Summary

In this work we presented the GMM-IB framework for unsupervised clustering of im-

age databases. Our GMM representation includes spatial information, as opposedto

global histogram representations, enablingclustering in the spatial domain aswell as in

additional featuredomains. The GMM representation outperformedthe global color his-

togram when the two representations werecomparedusing categorymodelling (chapter

4.5).

A secondmajor focus of the work is: unsupervisedclustering. We present here an

unsupervisedclusteringschemebasedon information theoretic principleswhich provides

image-setsfor a concisesummarizationand visualization of the imagecontent, within a

given imagearchive. Each imageis �rst represented asa Gaussianmixture distribution.

Next, imagesare grouped, using various clustering algorithms, via a continuousversion

of the information bottleneck method. The combination of the continuousrepresentation

of the image,alongwith the clusteringbasedon information theoretic principles is novel.

Sois the abilit y of our method to de�ne a \meaningful" number of clustersthat exist in

the database(this number is an important parameter for many clustering algorithms).

Several experiments were performed in order to evaluate the proposedframework

and the a�ect of various parameterson the clustering quality. Theseexperiments can

be divided into two sets. In the �rst set of experiments we use a labelled database

as a \ground-truth" for evaluating the clustering quality. In the secondset clustering

results are evaluated using the information extracted from the imagefeatures. No prior

knowledgeon the databaseis required in that case.

The experiments basedon a labelled databaseconsistedof: generatingcorrelation

matrices between unsupervised clusters and labelled categories(chapter 8.2), and re-

trieval experiments (chapter 8.4). In theseexperiments, the GMM basedrepresentations

(GMM basedon color and GMM basedon color and location), provided slightly better

clustering results than the histogram representation. Retrieval experiments indicated

that the greedyAIB algorithm can be improved by using relaxation iterations in each

step (by the SIB or the K-meansalgorithms). Using clustering for retrieval, the process
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was found to be more e�cien t and more accuratewhen comparedto exhaustive search.

Retrieval results also indicated that the proposedGMM-IB framework outperformsan-

other framework basedon histogramsand HI.

In the other set of experiments mutual information was usedas a measurefor com-

paring image representations and for evaluating clustering quality (chapter 8.3). The

evaluation techniqueutilizing mutual information betweenimagesand continuousimage

representations is new. The mutual information measureprovides us with an objective

quality measurethat can comparebetween discrete and continuous image representa-

tions and can evaluate clustering quality with no needfor a labelleddatabase.Basedon

this quality measureour GMM representation providesmore information about the fea-

tures than the global histogram representation. Testing clustering quality using mutual

information gave similar results to the morepopular benchmarking techniquesbasedon

retrieval, as mentioned above.

There areseveral issuesrelated to our framework that still needto beaddressed.The

sampling noiseproblem, associated with the Monte-Carlo approximation when applied

to a GMM with many components, is most annoying. So is the complexity. Using the

reducedGMM model for cluster representation helpsin solving the complexity problem

but a�ects the performance.Further e�ort should be dedicatedto �nding an analytical

solution, or a simpler estimation, for the calculation of the KL-distance between two

GMMs. Further comparisonis requiredwith other clustering frameworks that are based

on localizedimagerepresentations.

Imagevariations including illumination irregularities, texture and other artifacts are

not accounted for in the models used. Adding these features is not signi�cant when

dividing large databasesto a small number of clusters. Our basic assumption is that

\real-world" images,as well as image clusters, are smoothly-varying in feature space

and in the spatial domain. Texture characteristicsof regions,aswell asshape and other

features,can be extracted as additional features. Featuresthat can assistin creating a

better partition, when small groupsof images,similar in color and spatial domain, are

clustered(like in the low levels of the hierarchical databasestructure). The additional

featuresin
uence on clustering quality should be investigated. Di�eren t imagemodels
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needto be learnedin this augmented representation.

Future work entails making the current method more feasible for large databases

and using the tree structure, createdby the AIB algorithm, for the creation of a \user

friendly" browsing environment.
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App endix A - Lab Color Space

Lab color space general overview
L � a � b color space(Wyszecki and Stiles [34]) is de�ned by two color axes: \a" - red-green
axis, \b" - blue-yellow axis, and one brightness axis - \L". The L � a � b color space is a
perceptual Euclidian metric therefore distancesbetweencolors in this spaceare measuredby
their Euclidian distance:

� E lab =
h
(� L )2 + (� a)2 + (� b)2

i 1=2
:

The L � a � b color spacewas developed by the CIE (the Commission Internationale de
l 'Eclairage), in 1976, as a development of the XYZ color system intro duced in 1931. The
XYZ system is based on the response curves of the eye's three-color receptors. Since these
di�er slightly from person to person, CIE has de�ned a \standard observer" whosespectral
responsecorresponds more or lessto the averageresponseof the population. This objecti�es
the colorimetric determination of colors. Figure 21 shows the XYZ color space. Though the
XYZ spacewas built according to the human perception, it lacks the brightness information,
which lead to the development of the L � a � b color space. The L � a � b color spaceis shown
in Figure 22.

Figure 21: Visualization of the XYZ color space.
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Mathematical description
The L � a � b color spaceis derived from the XYZ color space,with the modi�cations needed
for the brightness insertion. The transformation from RGB color spaceto XYZ color spaceis
de�ned in Equation 27, and the transformation from XYZ color spaceto Lab color spaceis
de�ned in Equation 28.
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The Euclidian behavior of the L � a � b spaceholds for closecolors only; when taking distant
colors the distance is no longer Euclidian, as described by Rubner and Tomasi [23] and as
can be demonstrated by taking the distance white-black (d=100) compared to the distance
yellow-red (d=110). Nevertheless,in retrieval applications (where only the closest10 images
or soneedto be orderedand retrievedwhile the order betweendistant imagesdoesnot matter),
this characteristic doesnot present a real problem.

Figure 22: 3-D visualization of the L � a � b color space.

74


