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                                             Abstract 

 

The purpose of this work is to investigate the "Gossip Network" model. In this model, 

agents traveling in a dynamic network locally exchange information using ad hoc 

communication. In dynamic networks the edges build ing the network contain weights 

that vary in time. Therefore one of the important issues in dynamic networks is how 

the information about the network state is distributed. The gossip network model 

introduces a method where the agents traveling in the network also distribute the 

information regarding the network state. 
Although the gossip network model is adequate for many real time problems, we 

focus on an implementation of the gossip network model in the field of transportation 

networks.  

Because of the complexity of mathematically analyzing dynamic networks the 

investigation was done via simulation. For this purpose a special micro simulation 

tool was built in order to support the use of gossiping between individual cars.  

 

The first goal of this work is to analyze the characteristics of the information 

expansion in the gossip network. For this purpose we have defined a series of 

measurements: the expansion rate of the information in the network, the probability of 

learning information on every edge and the average delay in receiving the 

information. Using these measurements we evaluate the quality of the information 

expansion and show how the gossip network properties affect the quality of 

information expansion.          

The second goal is to investigate the influence of the gossiping model on the routing 

guidance problem. This is achieved by comparing the same routing algorithm for 

different networks. The different networks are all dynamic networks but each have a 

different information layer. This way the gossiping model is compared to other 

information layer models like the centralized and decentralized models. 

We present some surprising results regarding the conditions in which the gossiping 

model is optimal. We also show results regarding routing capabilities in a gossiping 

model compared to that of the centralized information model. 
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1. Introduction 

 

The purpose of this work is to investigate the "Gossip Network" model [35]. In this 

model, agents traveling in a dynamic network [38-39] locally exchange information 

using ad hoc communication. In this paper the act of locally exchanging information 

is named “gossip ing”. In dynamic networks the edges building the network contain 

weights that vary in time. Therefore one of the important issues in dynamic networks 

is how the information about the network state is distributed. The gossip network 

model introduces a method where the agents traveling in the network also distribute 

the information regarding the network state. This method of distribution has two 

important characteristics: first, there is no need for any additional infrastructure to 

support the distribution of the information. Second, there is a mutual influence 

between the information expansion and the routing capabilities of the agents. Because 

the agents traveling in the network are responsible for distributing the information, the 

way they move influences the way the information is spread throughout the network. 

However, the information about the network state itself is also an important factor in 

the routing algorithm. 

The gossip network model is actually a combination of two network layers. The first, 

the physical Network layer, is compatible with the dynamic network model. The 

second, the information layer, is compatible with the gossiping model. 

Although the gossip network model is adequate for many real time problems, we 

focus on an implementation of the gossip network model in the field of transportation 

networks [25-30]. In gossip transportation networks, the physical network is 

composed of roads and junctions. Each road contains a weight that is equivalent to the 

time it takes to traverse the road. A road’s weight varies according to the load of 

traffic and as a result of unpredictable incidents like accidents. The information 

exchanged by gossiping includes road conditions, traffic jams and other data 

regarding the network state. The exchange of information using gossiping is done in 
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one of two ways: between cars passing one another or between cars while waiting at 

junctions.  

In order to support gossiping, a special device needs to be installed in every car 

participating in the gossiping process.  

Because of the complexity of mathematically analyzing dynamic networks the 

investigation was done via simulation. For this purpose a special micro simulation 

tool [6-16] was built in order to support the use of gossiping between individual cars.  

     

The first goal of this work is to analyze the characteristics of the information 

expansion in the gossip network. For this purpose we have defined a series of 

measurements: the expansion rate of the information in the network, the probability of 

learning information on every edge and the average delay in receiving the 

information. Using these measurements we evaluate the quality of the information 

expansion and show how the gossip network properties affect the quality of 

information expansion. For example, one of the interesting properties of the gossip 

network is the percentage of cars participating in the gossiping process. Since the act 

of gossiping requires special equipment it is reasonable to assume that not all of the 

cars in the network will be able to perform the act of gossiping. The "gossip car 

percent" has a major effect on the quality of information expansion.          

The second goal is to investigate the influence of the gossiping model on the routing 

guidance problem [21-30]. This is achieved by comparing the same routing algorithm 

for different networks. The different networks are all dynamic networks but each have 

a different information layer. This way the gossiping model is compared to other 

information layer models like the centralized and decentralized models. 

We present some surprising results regarding the conditions in which the gossiping 

model is optimal. We also show results regarding routing capabilities in a gossiping 

model compared to that of the centralized information model. 

The rest of this thesis is divided as follows: 

Chapter two, "Related work" presents other similar work done on the subject and 

compares between them and our work. Chapter three, "Gossip Networks" analyzes the 

characteristics of gossip networks. Chapter four, "Routing Guidance in Dynamic 

Transportation Networks" compares between the gossip model and other information 

layers. Chapter five, "Simulation" describes the simulation model used and which 

assumptions we made. It also describes the simulation tool built. Chapter six, "Tests 
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& Results" presents all the tests and results executed using our simulation tool. 

Chapter seven, "Conclusions" presents the conclusions reached at this work and the 

theories derived from them and Chapter eight, "Future work" gives some insights on 

several different directions that were out of the scope of this thesis but may lead to 

some very interesting results based on the work done in this thesis.       
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2. Related work 

 

2.1 Simulations of Transportation Networks 

 

Transportation networks simulations are divided into two groups: macro simulations 

and micro simulations. Macro simulations [1-5] mimic traffic behavior by using 

mathematic calculations of flows, while micro simulations simulate the movement of 

individual cars. Micro simulations models can be divided into a few groups that differ 

from one another by each one’s level of fidelity [6]. These groups are referred to as 

CF, CA, CTM and the queue model. CF (Car Following) is the most accurate model 

[7-9]. It uses realistic driver behavior, detailed vehicle characteristics and includes a 

complicated acceleration and deceleration algorithm. The problem with this model is 

that even with today's advanced computers, the simulation, using many cars, takes 

more time than it would in a real world transportation network. The next model, the 

CA (Cellular Automata) is much faster [10-11], yet it is still a h igh resolution model. 

Each road is divided into small cells that allow only one car at a time. In CTM (Car 

Transmission Model) [12], the cells are much larger and contain many cars. It is not 

necessary to know where the cars are located in the cell because the traffic flow is 

calcu lated using more general rules. Finally, the fastest and simplest model is the 

queue model [13-16]. In th is model the roads are represented by queues and are not 

divided into cells. The velocity and distance between the cars are not relevant to this 

model. 

Our model is a combination of a few different models. On the one hand, a simple 

queue model is not adequate because the act of gossiping is done between passing 

cars, so each vehicle’s location on the road is important. Yet on the other hand, a full 

CF or even a CA model is too heavy if we intend to support gossiping between every 

two individuals. So we propose a combination where each road is divided into small 

sections and the cars are moved from section to section. However unlike a CF or CA 

model, our model’s velocity (and therefore the road’s capacity) does not depend on 

the distance between the cars. Instead, each road also has a queue with a queue size, 
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and when a car has finished traversing a road, it is put into the queue until it is 

allowed to enter the next road. 

Several micro simulation tools have been developed for transportation networks. 

Some of the tools, for example DYNAMIT [17] and DYNASMART [18] use a 

relatively simple model similar to the queue model while others like TRANSIMS [19] 

use a more complex model similar to the CA model.      

 

2.2 Routing in Transportation Networks 

 

When addressing the problem of traffic jams and congestion there are two kinds of 

solutions. The first is to build additional roads or improve the road infrastructure. The 

second is to use advanced technology in order to improve the navigation of the cars in 

the network. Such a solution is part of a wider infrastructure called ITS (Intelligent 

Transportation Systems) [20]. ITS systems combine humans, roads and vehicles using 

state-of-the-art IT technology in order to provide high quality services for 

transportation networks.  

Many routing algorithms have been suggested for both communication networks [21-

24] and transportation networks [25-30]. Some use basic algorithms like Dijkstra, 

Bellman-Ford and A* to calculate the shortest path while others use advanced 

techniques like Genetic Algorithm and Reinforcement Learning. 

Our work focuses on gossip networks. Therefore the investigation of the routing 

problem is done in order to learn the effects of the gossip network characteristics on 

the quality of the routing results. This is done by comparing the routing results in 

gossip networks to the results in other information layers like centralized information. 

For this purpose the specific algorithm used to calculate the shortest path is less 

important. What is much more important is that the same algorithm will be run for all 

the different networks in order to make a comparison between them. Therefore the 

Bellman-Ford algorithm was chosen for calculating the shortest path. 

The routing concept used in our work is different from that which is used in other 

transportation networks. In many of the routing algorithms the goal is to optimize the 

network as a whole, to reduce traffic jams or to reduce the average travel time. Our 

goal is to optimize individual cars even on the account of optimizing the network. 

Furthermore, even in the research where the goal is to optimize individual cars the 

routing algorithm is executed by external routers that send the results to the cars on 
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demand. In our case each car is totally independent and calculates the routing 

algorithm by itself. 

    

 

2.3 Gossiping 

 

In the literature, gossiping [31-33] is known as a method of distributing information 

between individuals in a network. In contrary to broadcasting, where one individual 

broadcasts to all the others, gossiping enables every individual to pass some 

information on to his local environment. Gossiping has been studied in general graphs 

and in communication networks but rarely in transportation networks. Moreover, the 

method of gossiping used in this work is significantly different from the gossiping 

mentioned in the literature. While gossiping in communication networks is invoked 

by the network nodes (or routers), in our case it is done by the cars traveling in the 

network. The cars are mobile and therefore their movement influences the gossip 

behavior. The concept of using ad hoc communication between cars in transportation 

networks in order to pass information regarding the network itself was already 

introduced in [34] and the concept of "gossip networks" was first introduced in [35]. 

There are even some projects like CarNet [36] and FleetNet [37] that implement ad 

hoc communication between cars using radio transmission. But an investigation of the 

characteristics of gossip networks and their influence on the quality of routing in the 

network is first introduced in this work.    
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3. Gossip Networks 

 

“Gossip Networks” introduce a new kind of network model that is composed of two 

layers - a physical layer and an information layer. The physical layer describes the 

structure of the physical network, edges, nodes and the relations between them. The 

physical layer in gossip networks is the same as in dynamic networks. In dynamic 

networks the edges contain weights that vary in time. The information layer describes 

how information about the network is distributed in the network. In gossip networks 

such information is distributed in the network using a unique gossiping model. 

In the gossiping model the agents gather information stored on the edges while 

traversing them. This information is further distributed in the network when two 

agents passing one another at close range exchange information between them. The 

information is passed in two ways: when cars on opposite roads pass each other or 

when cars standing at a junction exchange information. 

 

3.1 Gathering Information  

 

In order to perform an act of gossiping, a special device is required to be installed in 

each car. This device will enable the agent to gather information and communicate 

with other (neighbor) agents in the network. (The internal architecture of this device is 

not in the scope of this paper.) Furthermore, each agent has an internal database where 

he stores the most recent information about all the edges in the network. For every 

edge, the agent stores the weight and the time it was gathered. Every time an agent 

traverses an edge he updates his database with the new information about the edge.    

 

3.2 Exchanging Information 

 

Each time two cars exchange information by gossiping, they pass each other a portion 

of the information stored in their databases. The new information is updated in the 

receiving car's database only if its time is more recent than the time which is currently 

in its own database. The amount of information traveling in the network mainly 
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depends on two factors: the percentage of cars participating in the gossip process and 

the amount of information exchanged in each act of gossiping. 

 

 

3.2.1 Gossip Car Percent 

 

In a real transportation network it is not likely that all the cars traveling in the network 

will be able to perform gossiping. Therefore we need to define the "Gossip Car 

Percent" which means the percentage of cars in the network that are participating in 

the gossip process. 

 

3.2.2 Information exchange 

 

The cars exchanging information might be passing one another at great speed. So the 

wireless communication between them will probably not be fast enough to exchange 

all the information in their databases. Therefore we need to define the "Information 

Exchange Rate" in order to limit the amount of information exchanged in the act of 

gossiping. 

It is reasonable to assume that the higher the gossip car percent and the information 

exchange rate, the more information will be traveling in the network. But how much 

more information will be traveling in the network and how will it affect the 

probability of receiving this information? These questions will also be explored in this 

paper.     

 

3.3 Information Expansion 

 

Thanks to gossiping, when an agent traverses an edge he may gather not only 

information about the edge traversed but also about any other edge in the network. 

This causes a phenomenon of information spreading or information expansion over 

the network. In order to quantify the information expansion we will define two 

measurements associated with every pair of edges (N,M) in the network. The two 

measurements are the" Edge Information Average Time Between Updates" 

(EIATBU) and the "Edge Information Delay" (EID), both of which are defined below. 
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Note that although the information is transferred by the agents the measurements refer 

to the edges. 

 

3.3.1 EIATBU measurement 

 

The EIATBU (Edge Information Average Time Between Updates) measures the 

average time between updates received by M about N. The EIATBU value is 

calcu lated by the formula 

EIATBU = Simulation_length / number_of_updates. For example, if M received 

information about N f ive times during the simulation and the simulation length was 

20 steps, then the EIATBU(N.M) value will be 20/5 = 4. 

 

3.3.2 EID measurement 

 

The EID (Edge Information Delay) measures the average delay of the information 

from N to M. The delay is defined as the difference between the time the information 

about N was gathered, to the time it was received by M. 

For example; if three different cars traversed the edge N at times t1=8, t2=11 and 

t3=15 and an additional three cars, c1, c2 and c3 ( they can be the same cars or 

different cars) contain ing this information (c1 containing t1 and so on) traversed edge 

M at times u1=20, u2=17, u3=22 (c1 at time U1 and so on) then the EID will be 

((u1-t1)+(u2-t2)+(u3-t3))/3 = ((20-8)+(17-11)+(22-15))/3 = 9.  

 

3.4 Exploring characteristics of Gossip networks 

 

Potentially there are many factors that may affect the EIATBU and EID values. 

Some of them are: 

1. The distance between the edges 

2. The traffic load on the edges which have been measured 

3. The Gossip car percent 

4. The Information exchange rate 

The results later in this paper will show which of these properties really affect the 

EIATBU and EID and in what way. 

 

Evaluation notes were added to the output document. To get rid of these notes, please order your copy of ePrint IV now.

http://support.leadtools.com/ltordermain.asp?ProdClass=EPRT1


 

 15

 

 

 

4. Routing Guidance in Dynamic Transportation Networks 

 

As already mentioned, we are using a transportation network as an implementation of 

a gossip network. The physical network is composed of roads connected by junctions. 

Each road contains a weight that is equivalent to the time it takes to traverse said road. 

The road’s weight varies in time according to the traffic load. Each car is associated 

with a pair of source and destination points. A "journey" is defined as a path between 

a source point and a destination point. A "path weight" (or a "journey weight") is 

defined as the sum of the weights of the edges composing the path. Every car wants to 

optimize its journey by finding the path with the minimal weight between the source 

and destination points. This is not a simple task since the road weights vary in time 

and the cars only have partial information about the road’s weights.   

It is important to establish that we are treating the network as a noncooperative 

network [40]. In noncooperative networks agents make decisions that are aimed to 

optimize their individual performance objectives. In other words, we are not trying to 

optimize network performance, but rather to optimize each car's private path. So in no 

case will a car select a longer path in order to optimize network performance. 

 

4.1 Routing Guidance Comparison 

 

The routing problem is studied by comparing the same routing algorithm for different 

networks. The different networks are all dynamic networks but each have a different 

information layer. This way the gossip model can be compared to other information 

layers such as – the centralized network model or the decentralized network model. 

Although the same algorithm is run for several networks, its behavior is different for 

each network since the information available in each network is varied. Not all of the 

cars in a network have the same capabilities. In a centralized information model, only 

a portion of the cars receive central information, and in a gossip model, only a 

segment of the cars can gossip. In order to compare between the different information 

layers we define "Special Cars" as the cars in a network that have that network’s 
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unique capabilities. For example, in gossip networks the Special cars have gossiping 

capabilities and in central networks the Special cars have central information. The 

cars that do not have the special capabilities will be called "Regular Cars". These cars 

are able to gather information about roads only when traversing them. 

   

4.2 Types of Information Layers 

 

The information layer describes how information about the network is distr ibuted in 

the network. There are two approaches which are used to study how information can 

be distributed in the network. One approach is to use central information and the other 

is to use ad hoc communication. In the central information approach, the data about 

the network is centralized in one place and from there it is distributed to all the cars in 

the network. In our implementation of central information, we assume that updated 

information (about all the roads in the network) is always stored in the central 

location. The gossiping model studied in this work is an example of the ad hoc 

communication approach. 

We will be comparing four types of information layers: 

1. Decentralized Information Model – No Special cars, all cars gather 

information about roads only when traversing them 

2. Gossip Model – Some of the cars are Special cars with gossip capabilities and 

the rest of the cars are Regular cars 

3. Centralized Information Model – Some of the cars are Special cars that have 

central information. The central information is availab le to them only when 

entering the network and includes the current load/weight of all the roads in 

the network. The rest of the cars are Regular cars. 

4. Online Centralized Information Model - Some of the cars are Special cars that 

have central information. They are updated about the network state every time 

they reach a junction. This way they have the most updated information about 

the whole of the network every time they need to make a navigation decision. 

The rest of the cars are Regular cars. 

 

4.3 Routing Algorithm  
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The routing algorithm is based on the Bellman-Ford shortest path algorithm for 

calcu lating the shortest path between the source and destination points. The Bellman-

Ford algorithm is invoked every time a car receives new information regarding the 

roads’ weights. However when all the cars invoke the exact same algorithm the 

network behavior becomes peculiar and irregular. The problem is that many cars 

select the same sub path even though there are many alternate sub paths with nearly 

the same or even exactly the same weight. In order to overcome this problem a few 

improvements have been added to the algorithm: 

1. The algorithm is probabilistic in order to produce different results for different cars.   

So if there are a few paths with the same weight the cars will divide between them. 

2. Each time a car is supposed to recalculate the shortest path, it throws a dice and 

only at some probability does it recalculate the shortest path. 

   

Although the Bellman-Ford algorithm provides the shortest path available given the 

information the car has, it will seldom be the actual best path since the agent usually 

has only partial information about the weights of the roads. 

The same routing algorithm is used for all of the types of information networks. Even 

so, the behavior of the algorithm will be different from network to network. The 

reason for this is that the number of times the Bellman-Ford algorithm is invoked and 

the qualities of its results depend on the amount of information available. The amount 

of information available is of course, different from network to network.  

As mentioned above, every time (with some probability) a car receives new 

information it will calculate the shortest path between its current point and its 

destination using the Bellman-Ford algorithm. 

New information is received in one of three ways. 

1. When traversing a road – the information about the road’s weight is gathered 

2. Jammed road situation - if entering another road is not possible because it is 

jammed, this information is available to the car at the junction even though it 

hasn't traversed the road yet 

3. Information received from gossiping or from central information 

A Regular car can only receive new information in the first two ways. Since the 

information about a road already traversed is not helpful in recalculating the shortest 

path, the only situation in which a regular car will calculate the shortest path is when 

entering the network or in a jammed road situation (the second way). 
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On the other hand, Special cars may recalculate the shortest path many times during 

their journey. In gossip networks, this recalculation will occur every time new 

information is received by gossiping, and in central networks it will occur every time 

central information is received. So although the same algorithm is always used, its 

behavior will alternate for different cars in different networks. 

 

4.4 Routing Performance 

 

How should the routing performance be calculated? 

Every car has a "journey time" which is the time it took to complete the journey. 

One method of calculation might be to figure the average journey time for all the cars 

in the network. Another method could be to calculate the average network load. But 

both these measurements apply to all the cars in the network while only some of the 

cars in a network are Special cars that have the qualities of the specific network. 

Therefore it may be more interesting to calculate the average journey time only for the 

Special cars. 

Which network should have the best performance? 

In the online centralized information model, all the information is always available- 

therefore it should have the best performance. In the decentralized information model 

there is no information known except for the data gathered by the car itself- therefore 

its performance should be worse. The gossip information model and the centralized 

information model should rate somewhere in the middle. While the centralized 

information model has the advantage of receiving information about all the roads, this 

occurs only once during the journey. In the gossip information model, only a portion 

of the information is received but it can be received several times during the journey. 

 

4.5 Special cars percentage 

 

The Special cars’ percentage has a major effect on the routing guidance problem. In 

gossip networks the cars themselves are responsible for the distribution of information 

regarding the network state, so an additional number of Special cars should lead to a 

higher expansion of information and therefore to a better routing performance. In 

centralized networks all the cars are constantly updated with all the information about 

the network state, so seemingly the Special cars’ percentage should not be relevant. 
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But as will be proven later in this paper (chapter 6) the Special cars’ percentage is 

very significant. In centralized networks and even in gossip networks the effect is not 

as straight forward as expected.  

5. Simulation 

 

Due to the complexity and dynamics of the problem, the investigation has been 

performed via simulation. There are quite a few transportation simulations out there 

but none of them met our needs. This is main ly because our gossip model required the 

ability to freely exchange information between individual cars. Therefore a special 

micro simulation tool was built in order to support our special needs. 

 

5.1 Simulation structure 

 

The simulation was written in C++ and can run on a single PC. The simulation code is 

composed from two modules, the simulation engine and a user interface. The two 

modules are completely independent and communicate with one another through a 

well defined interface. Because of this separation, any part can be exchanged without 

having an effect on the other. For example, the user interface can be upgraded to a 

more advanced graphical application without touching the simulation engine. The 

simulation tool keeps all its information in configuration files so the network can 

either be created through the GUI or can be created elsewhere and then loaded into 

the application where it can be modified. The simulation can also save its current 

situation at any point so that the simulation can be run many times from the same 

point. 

  

5.2 Simulation mode l 

 

Transportation simulations are divided into two groups: Macro simulations and Micro 

simulations. Macro simulations mimic the traffic behavior by mathematic calculations 

of flows. Micro simulations on the other hand, try to resemble traffic behavior by 

mimicking the movement of individual cars. To support our gossiping needs, we 

required the use of micro simulation.  

In micro simulations there are two implementation options. 
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The first option is to divide every road into small sections and move the cars from 

section to section. In addition there is a need to calculate the distance between the cars 

and its effect on the cars’ velocity and the roads’ capacity. The second option and the 

more simple one is to use the queue model. In this model, each road is represented by 

a queue with a queue size, and the cars are moved from queue to queue. 

  

Our model is a combination of the two options. A simple queue model is not 

sufficient because the act of gossiping is performed between passing cars, so every 

car’s location on the road is important. On the other hand we didn't want to monitor 

the distance between every two cars and calculate its effect on the cars’ velocity and 

the roads’ capacity, because this would require a complicated and inaccurate process. 

So we propose a combination of the two options, where each road is divided into 

small sections and the cars are moved from section to section. However, their velocity 

and therefore the roads’ capacity do not depend on the distance between the cars. 

Instead, each road also has a queue with a queue size and when a car has finished 

traversing a road it is put in the queue until it is allowed to enter the next road. 

The cars are added to a road queue until a specific queue size is reached. When this 

occurs, the road is blocked from incoming cars until the queue size is decreased. 

Limiting the size of the queue has a very important impact called the "backwards 

traveling kinematics wave" (also known as the “jam wave”). This means that if there 

is a traffic jam on a specific road, the roads leading to it will also be influenced by it. 

Of course the bigger the traffic jam, the bigger its influence on other roads. 

 

5.3 Physical Network model 

  

The network is composed of roads and junctions. Each road is divided into sections. 

The cars advance from section to section until they reach the end of the road. Then 

they are put in the road’s queue.  

A section is the basic unit of length. A section is defined as the distance a car 

proceeds in the minimal velocity in one step (see movement model for definition of 

step). The time it takes to traverse a road is therefore (length / velocity) + time spent 

in queue, where the time spent in the queue is not known and depends on the traffic 

load (see movement model below for more details). For example: a road length is 10 

sections. Two cars, car1 and car2 are traversing the road, car1 with velocity 1 and 
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car2 with velocity of 2. The time it will take car1 to traverse the road is 10 / 1 + time 

spent in queue. Car2 has the velocity of 2 and will advance two sections per step so 

the time it will take him is 10 / 2 + time spent in queue.     

Each road has the following properties:  

length – the number of sections the road contains 

velocity – the velocity one can drive on this road, the range being between 1-5 

junction_pass_size – defines the number of cars that can exit a road on every iteration 

of the traffic light  

queue size – the number of cars allowed to be in the queue. After this number is 

reached the road is blocked. 

 

5.4 Movement Model 

 

The simulation minimal time resolution is described by the unit "step". A step is 

defined as the time it takes to pass a road’s section at the minimum velocity. Every 

time the simulation clock is advanced by a step all the cars are advanced according to 

their paths. The cars located in the middle of a road are moved to a section ahead 

(how far ahead depends on their velocity). The cars located at the end of the road are 

inserted into the road’s queue. The cars in the queue are moved to the next road only 

if they fulfill the terms of the junction. 

Junction activity – On every step each junction pulls cars from its incoming roads and 

places them on one of its outgoing roads that matches the cars’ paths. It does this 

according to the junction rules:    

1. The number of cars pulled from a road will not exceed the junction_pass_size 

property of the road. 

2. A car will only be pulled if it is the first one in the queue. 

3. The car will only be pulled if the outgoing road matching the car’s path is not 

blocked.   

 

5.5 Traffic model 

 

There are a few factors that affect the traffic load of the network: 

 a) The number of cars inserted into the network   

 b) The source and destination of each of the cars  
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 c) Incidents like accidents that slow down the traffic at certain points 

In our simulation these properties of the traffic are defined by rules that are executed 

during the simulation. In every step of the simulation all the rules that are in the time 

zone of that step are executed.  

Car rule 

Every car inserted into the network is associated with a source and destination point 

(see chapter 4 above for more details). Each Car rule determines how many cars with 

the same source and destination pair, will be inserted into the network in every 

simulation step in the specified range. 

A Car rule contains the following information: 

number_of_cars – number of cars to insert per step 

source_node – the node in which the car is inserted to start its journey 

destination_node – the end node for the car’s journey 

start_time – the start time in the simulation when this rule is relevant 

end_time - the end time in the simulation when this rule is relevant 

The simulations that were run in our tests contain between 70 and 100 different car 

rules for each simulation (see Tests& Results for more details).   

Traffic rule 

A Traffic rule creates an incident which limits the number of cars that can enter a road 

at every step (junction_pass_size). A traffic rule contains the following information: 

road_ID – the ID of the road where the incident will occur 

start_time – the starting time of the incident 

end_time - the end time of the incident 

incident_intensity –  the gauge which indicates to what degree the junction_pass_size 

should be limited 

In every simulation there are between 2 and 4 different traffic rules (see Tests & 

Results for more details). 

    

5.6 Simulation Configuration  

 

The network chosen is an illustration of the central part of Jerusalem, the capital city 

of Israel. The network contains about 50 junctions and 150 roads which is 

approximately the number of main streets that exist in the center of Jerusalem. The 

simulation length is 700 steps. Each step is equivalent to about 30 seconds in a real 
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transportation network so the simulation length is about six hours, which is a bit less 

than a full working day. The number of cars passing through the network during the 

simulation is about 70,000 and the average number of cars in the network at a specific 

time is 3,500 cars. The average length of a car’s journey is 20 minutes.  

 

5.7 Simulation Modes 

 

The simulation can be run in two modes, "Single Iteration" and "Multiple Iteration". 

The single iteration mode resembles a single day scenario where the cars drive from a 

source to a destination, for example from home to work or the other way around. 

In this scenario the cars only go through the network once. 

In the multiple iteration mode the scenario is a sequence of several days, each day 

being equivalent to a single iteration. In every day of this mode, the cars drive from 

the same source to the same destination, except that on the following day, they have 

the information that was gathered the previous days. According to th is information the 

cars can calculate a new shortest path. 

 Because the information from the previous day may not be relevant to the next day, 

the cars keep a history which takes into account the information from the past. The 

proportion between the history and the last information (from the previous day) is 

determined by the learning factor. The learning factor determines how much weight 

the information from the last day carries, in relation to the previous days. For 

example, if the learning factor is 50% then the current weight is the average between 

the weight from the last day and the history. This way if the traffic load is continuous 

and therefore relevant to the future it will have a major effect but if it was only 

temporary it will not affect the car’s future path.   

 

5.8 Simulation Stages 

 

The simulation process is composed of several steps: 

1. Creating Car rules – Since the traffic model is based on rules (see "Traffic 

rules") these rules must be created before the simulation is run. At this stage 

only the "Car rules" are created. Because the simulation needs to be run many 

times, many permutations of car rules need to be created. Therefore a process 
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is run which randomly produces many permutations of car rules. Although the 

rules are created randomly they still have to obey some conditions:  

a) The rules must be different from one another  

b) The number of paths starting from a specific junction must not exceed a 

predefined limit  

c) The number of paths ending at a specific junction must not exceed a 

predefined limit 

2. Warm Up run – At the beginning of a simulation run the network is empty and 

the cars have no information about the network except for the physical 

distance of the roads. This situation does not mimic a real transportation 

network and therefore is not interesting. To avoid this situation there is a warm 

up stage where the simulation is run until the network is balanced and reaches 

a steady point. In order to reach such a point it is not enough to run the 

simulation once (again, all the cars at the first run have no information about 

the network). After performing many tests we saw that the maximum 

iterations needed for the network to reach its steady point are seven. So each 

simulation is first run in the multiple iteration mode for seven iterations, and 

the current state is then saved to a file. Saving this stage means saving the 

internal database with its knowledge of the network for each car that passed 

through it.   

3. Creating Traffic rules – As in the first stage, a special process is run in order to 

create many permutations of traffic rules so that the simulations can be run on 

many different configurations. These permutations are also created randomly 

under several constraints based on the information gathered from the warm up 

stage. The main constraint is that the roads associated with the traffic rules 

must not be roads with very little traffic (the lowest 10%), otherwise the traffic 

rules will be insignificant. The other constraint is that the number of traffic 

rules for a specific run must be between 2 and 4. 

4. Running the simulation - After all the rules were created, the simulation is run 

from the point saved by the warm up stage. The simulation running in this 

stage is much closer to a real network. The cars already have information 

about the network that is based on the past and the simulation contains rules 

that mimic accidents. All the statistics and analyses made are based only on 

the information gathered at this stage.        
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6. Tests & Results 

 

6.1 Gossip network characteristics 

 

The first goal of the tests was to investigate the characteristics of gossip networks (see 

Chapter 3). In order to achieve reliable results that will be correct for gossip networks 

in general, the tests were run in many different configurations. The parameters 

influencing a configuration are as follows: 

a) Starting conditions - The number of cars inserted into the network and the 

source and destination of each of the cars (see Car rules) 

b) Traffic incidents - The properties of the incidents created in order to mimic 

traffic jams (see Traffic rules) 

c) Gossip percent - The percent of cars that have gossiping capabilities   

According to these parameters the tests were divided into groups. A group is 

composed of 6 different scenarios, each with different star ting conditions. For each 

such configuration, 5 different sets of traffic incidents were created. A group of tests 

therefore contains 6*5=30 different simulation runs.  

Six different categories of gossip percents were chosen – 60%, 40%, 20%, 10%, 5%, 

2%. For each such category, simulations (a group of tests)with the same 30 

configurations were run. That brings us to a total of 180 simulation runs executed in 

order to gather information regarding the characteristics of gossip networks. The 

following information was calculated for each test group: 

a) The length of every path used in the network 

b) The time it took to traverse each path on an empty network 

c) The average time it took to traverse each path when no traffic incidents were 

entered into the network  

In addition, for each simulation run the following information was gathered: 

a) ETI - The number of cars entering each edge on every step 

b) EIATBU (see EIATBU measurement; chapter 3.3.1) 

c) EID (see EID measurement; chapter 3.3.2) 
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Test 1 

This test measures the EIATBU value for each pair of edges/roads. The purpose is to 

understand at what frequency the roads are updated with information from other 

roads. The information is presented in a graph where the X axis is the EIATBU value 

and the Y axis is the percentage of pairs of edges that have that specific value of 

EIATBU.  Each line in the graph represents a different gossip percent.    

 

Results 
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From the results shown in Graph 1 we can learn the following things: 

a) The higher the gossip percent, the higher the update rate (smaller EIATBU 

value). 

b) From 20% gossip and up, most of the EIATBU values are concentrated 

between 1 and 10. Since the lengths of most of the roads are between 3 and 10, 

this indicates that for 20% gossip and up, usually an update accrues before a 

car manages to traverse the edge.     
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Note: The reason that h igh values of EIATBU are incremented in big jumps is 

because of the way the EIATBU value is calculated:  

EIATBU = Simulation_length / number_of_updates. In our case Simulation_length = 

500. So for the small values of number_of_updates, the EIATBU value is incremented 

in big steps, for example: 500/7=72, 500/6=84, 500/5=100, 500/4=125 (the graph is 

trimmed at 130).  

 

Test 2 

This test measures the accumulated percentage of the EIATBU value for each 

different value of gossip percent. The X axis is the EIATBU value and the Y axis is 

the accumulated percentage. Each line in the graph represents a different gossip 

percent.    

 

Result 
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From this graph we can see verification for the previous results (claim b in the 

previous graph) because for 20%-60% gossip we can see that the accumulated value 

at EIATBU=10 is 60%-80%, meaning most of the information is received before 

EIATBU=10. 

Furthermore, we can see that for this range of gossip percent (20%-60%) about 85% 

of the total information available in the network is updated at least every 35 steps, 

which is the average time of a journey in the network. So on average, nearly all 

changes in the network state reach every edge in the network in a time less than the 

average journey of the cars.  

 

Tests 3, 4 

In the first two tests we saw the influence of the gossip percent on the EIATBU value. 

The next two tests try to conclude which other parameters influence the EIATBU and 

in what way. 

 

Test 3 

In the third test the connection between the EIATBU value and the ETI value is 

studied.  

The ETI (Edge Traffic Intensity) measurement is defined as the number of cars 

entering each edge on every step. Since the EIATBU value is associated with a pair of 

edges, the ETI value is actually the average ETI value of the two edges associated 

with the EIATBU value. The results are presented in a graph where the X axis is the 

ETI value and the Y axis is the EIATBU value. 
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The  EIATBU as a function of ETI
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Results 

 

The results show the high correlation between the ETI and EIATBU values for all 

gossip percent levels. The lower the ETI value is, the higher the EIATBU value is (the 

lower the update rate is). A higher ETI value promises that more cars were updated 

with the new edge information which in turn leads to a higher update rate of the 

information on the destination edge. For 20%-60% gossip percent we can see that an 

ETI value of 3.5 (3.5 cars entering an edge on every step) is enough to bring the 

EIATBU value to a range of 3- 10 which, as mentioned, is the average length of a 

road.   
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Test 4 

This test studies the connection between the EIATBU value and the distance between 

the two edges associated with the EIATBU value. The results are presented in a graph 

where the X axis is the distance and the Y axis is the EIATBU value. 

 

Results 
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The results show that in general, for the high levels of gossip percent there is no 

correlation between the distance and the EIATBU value, while for the low levels of 

gossip percent a bigger distance brings a lower update rate (a higher EIATBU value). 

This means that if the information flow between the two edges is constant, the 

distance does not affect the EIATBU value. This is as it should be because the 

EIATBU measures the update rate and not the information delay. But when the 

information flow is not constant, the distance also affects the update rate.  

 

 

Tests 5, 6 

These tests investigate the RGLP measurement. The Road Gossip Learning 

Probability measures the probability to learn new information on every road. The 
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probability for learning new information while traversing a specific road is calculated 

as follows: every car, when traversing a road, counts the number of roads from which 

it received new information while traversing that road. When exiting a road, every car 

updates the road with that number. At the end of the simulation each road calculates 

the average for all the numbers it received and divides it by the number of roads in the 

network. The result is the learning probability for that road. For example, during the 

simulation, three cars (car1, car2 and car3) traversed road R1. While traversing R1, 

car1 received information regarding R3 and R4, car2 received data regarding R3, R4 

and R5, and car3 received information regarding R4, R5, R6 and R7. When exiting 

R1 they will update R1 with the numbers 2, 3 and 4 respectively. Let’s assume there 

are ten roads in the network. The learning probability on R1 will therefore be 

(2+3+4/3) / 10 = 30%. 

t_old(road1) is defined as the time updated in the car’s database for road1. 

t_new(road2,road1) is defined as the time associated with the information received on 

road2 about road1. 

We defined two RGLP measurements based on two different definitions for "new 

information": 

1) RGLP-2 - New information is received on road2 if t_new(road2,road1)  > 

t_old(road), meaning: any information received with time (“time” refers to the time 

the information is updated for) that is greater than the time already known to the car 

regarding that road, is considered new information. 

The problem with this definition is that the amount of new information received by a 

car on a specific road depends on its previous path. If the previous path contained 

information now available on the current road, then when received on the current 

road, this won't be considered new information-this data is redundant. To avoid th is 

problem a second definition was given. 

2) RGLP-1 - New information is received on road2 if  t_new(road2,road1)  > 

t_old(road), meaning: any information received with time that is nearly as great or 

greater than the time already known to the car regarding that road, is considered new 

information.    

The results are presented in two graphs. In the first graph the X axis presents the 

learning probability values and the Y axis presents the percentage of roads that had 

the corresponding learning probability. The graph contains four lines - two for each 

Evaluation notes were added to the output document. To get rid of these notes, please order your copy of ePrint IV now.

http://support.leadtools.com/ltordermain.asp?ProdClass=EPRT1


 

 32

measurement. For each measurement there are two lines - one represents the results 

for 20% of Special cars and the other represents the results for 40% of Special cars. 

The second graph presents the same information, except that the Y axis presents the 

stacked percentage starting from 100% and down.              
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Results 

The RGLP measurement is closely related to the EIATBU measurement (test 1, 2) 

because a high update rate of the information on a road should lead to a high learning 

probability. Indeed the results of the RGLP measurement match the results of the 

EIATBU measurements – in the second graph we see that for 40% of Special cars, 

about 70% of the roads have a learning probability of at least 50%. This can be 

explained by the fact that for the same level of Special cars, about 70% of the roads 

have an update (EIATBU) rate higher than an average road length (test 2). 

Furthermore, for 20% of Special cars about 70% of the roads have a learning 

probability of at least 25%. This can be explained by the fact that for the same level of 

Special cars, about 70% of the roads have an update rate higher than twice the average 

road length (test 2). 
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Test 7  

This test studies the connection between the EID value and the distance between the 

two edges associated with the EID value. The results are presented in a graph where 

the X axis is the distance and the Y axis is the EIATBU value. 

 

 

Results 
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The results show the high correlation between the EID value and the distance for all 

gossip percent levels. This behavior is quite predictable because the EID measures the 

information delay and the delay at least partially depends on the distance. Therefore 

the test is another indicator of the reliability of the network behavior.    
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6.2 Routing guidance in Gossip networks 

 

The second goal of the tests was to investigate the routing problem in gossip networks 

(see Chapter 4). Since the traffic load changes in time the cars need to change their 

routing paths in order to optimize their path times. The quality of the information 

available to the cars should affect the routing performance. The investigation was 

done by comparing the routing performance between four different information layers 

(see Chapter 4). In order to compare between the different networks the same tests 

were run on each of the networks. As performed in the previous test, many trials with 

different configurations were run here, in order to receive general results. The 

parameters influencing a configuration in this case were: 

a) Starting conditions - The number of cars inserted into the network and their 

source and destination (see Car rules) 

b) Traffic incidents - The properties of the incidents created in order to mimic 

traffic jams (see Traffic rules) 

c) Special car percent - The percentage of cars having the special network 

capabilities   

The structure of the tests was identical to that of the previous ones, being 6 categories, 

each containing 30 tests, totaling 180 tests. The difference this time was that such a 

package of tests (180) was run for each type of network. So the total amount of tests 

executed for this stage was 4*180=720 tests. 

An important comment regarding the tests in this section is that the results refer to all 

the cars in the network, while the traffic jams usually affect only a small portion of 

the entire cars in the network. The consequences are that an improvement in the 

routing performance (made by the cars avoiding a traffic jam) is less noticeable in the 

results because these cars are only a small percentage of the total cars. 

  

The first few graphs show several examples which compare the Special and Regular 

cars in gossip networks. Special cars are the portion of the cars traveling in the 

network that support gossiping, and Regular cars are the ones that don't (see chapter 

4.1-4.2). In these examples the Special car percent is 20%,which is the number that 

leads to the optimum routing performance in gossip networks (see test 12) .The 

graphs show the voyage time as a function of the time of departure. The X axis shows 

the time of departure, and the Y axis the voyage length/time.     
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Test 8 
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In the above graph you can see that after about 20 steps, several traffic jams occurred. 

This can be observed by the fact that the voyage length value increases gradually from 

that point. The fact that the Special cars line starts decreasing after a short time shows 

that the Special cars have "learned" about the traffic jam and are avoiding it. Notice 

that the Special cars line decreased to the original level, meaning they have 

completely learned the traffic jams. At about 30 steps the Regular cars line also star ts 

gradually decreasing, meaning that the traffic jam is gradually decreasing. The reason 

for this is that Special cars are now avoiding the area of the jam, causing it to 

gradually clear. At about 45 steps the same process starts to repeat itself except that 

this time the Special cars are not able to completely recover from the jam. 
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Test 9 
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In the second graph you can see that a traffic jam is starting to evolve after 20 steps. 

The Regular car line increases gradually until step 40 and then gradually decreases. A 

strange phenomenon, seemingly, is that the Special car line not only decreases much 

faster (which is explained by the fact that the Special cars have "learned" the traffic 

jam- see explanation on previous graph), but also starts increasing at a much later 

stage. The explanation is that at the first stage the Special cars quickly learned the jam 

and only at a later stage when the traffic jams increased signif icantly, the Special cars 

line starts increasing signif icantly. A justification for this explanation can be found 

from the little peak at step 25 indicating that there was a slight increase in the Special 

car line at the beginning of the jam, but it was quickly overcome. 

 

Tests 10, 11 

These tests compare six different levels of Special cars (see chapter 4.1). The 

comparison is for the voyage delay in gossip or centralized networks. The voyage 

delay for each car is the difference between the optimal path time and the actual path 
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time. The optimal path time is the time it takes to traverse the shortest path in an 

empty network while the actual path time is the time it took the car to traverse the 

path in the network containing all the traffic. The voyage delay value is presented 

according to the percentage of cars with that value.  
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Results 

The first graph compares the voyage delay in centralized networks. In centralized 

networks each car is constantly updated with all the information regarding the 

network state (see chapters 4.1- 4.2). Seemingly this means that the percentage of 

Special cars isn't supposed to affect the voyage delay. Actually what we see from the 

graph is that it does affect the voyage delay- the higher the Special cars percent, the 

higher the voyage delay will be. The explanation is that more Special cars only 

disturb the other Special cars because when there are only a few Special cars they can 

select the best roads (empty roads) without anyone disturbing them. However, when 

there are many such Special cars that all want to select these roads, the selected roads 

themselves will become crowded and therefore less attractive.      

The second graph compares the voyage delay in gossip networks. In gossip networks 

the Special cars depend on one another to gather information, due to the information 

being distributed by passing cars. So the natural behavior expected is that the higher 

the Special cars percent, the lower the delay will be. Here too, the results are d ifferent 

from what is expected. What we see from the graph is that the best results are 

achieved for 20% and 10% of Special cars and the worse results are achieved for 60% 

and 3% (except of course, for zero percent). The explanation for this order is that in 
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this case there is a combination of two contrary phenomena. The first phenomenon is 

the one explained above, regarding the fact that the cars need one another in order to 

distribute the information. From this point of view, a higher Special car percent is 

positive. The second phenomenon was brought above to explain the central network 

graph. The claim was that when there are many Special cars they d isturb one another 

because they all select the empty roads and cause them to be crowded. The 

combination of these two contrary phenomena causes the optimum results to be 

achieved somewhere in the middle- at 20% of Special cars. Too many Special cars 

cause the second phenomenon to be dominant and too few Special cars cause the 

information distr ibution to be too slow. This behavior can be seen  radically by the 

fact that in 60% of Special cars, the voyage delay is nearly as bad as in that of no 

Special cars at all.         

 

Test 12 

This test shows the big picture- the voyage length in each simulation is summarized to 

a single point and therefore a comparison between all four different information 

networks/layers (see chapter 4.2) is possible in one graph. The graph shows the 

average voyage length for the different levels of Special cars.  

T h e Vo yag e len gth as a fun ctio n of special cars p ercentag e

25

26

27

28

29

30

31

32

33

34

35

1% 3% 5% 10% 20% 40% 60%

special cars percentage

V
o

ya
g

e 
le

ng
thRegular cars

Gossip Cars

Public cars

Realtime cars

 

Evaluation notes were added to the output document. To get rid of these notes, please order your copy of ePrint IV now.

http://support.leadtools.com/ltordermain.asp?ProdClass=EPRT1


 

 41

Results 

The graph shows that the results for all the cars in the network are similar to the 

results only for the Special cars: for the gossip cars the optimum is at 20% and as you 

move from that point to any of the sides, the results get worse. For the centralized 

cars, as the Special cars percentage decreases the voyage length decreases. Another 

interesting point is that at the optimum, the gossip network is nearly as good as the 

centralized network (the gossip cars line is close to the public and real time cars lines 

at that value). 

            

Test 13 

The previous tests analyzed the routing performance by observing the voyage length 

parameter. This test gives a different perspective on the problem by measuring the 

average network load in each case.      
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Results  

According to the results in the previous test we would expect that the network load 

value, like the voyage length in the previous graph, will decrease as the Special car 

percent decreases. The reason why we see a different behavior (nearly opposite) is 
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that the network load measurement takes into account all the cars in the network- not 

only the Special cars, while the voyage length measurement takes into account only 

the Special cars. Therefore while the Special cars are the majority, decreasing the 

percentage leads to an improvement in the network load (see previous test). But as the 

Regular cars’ number increases they become the dominant factor and the network 

load increases because their performance is much worse.         

 

6.3 Partial information 

 

In the previous tests a basic assumption was made about gossip networks – that when 

two cars exchange information, they can exchange all the information in their 

databases. This is not necessarily a realistic assumption because the cars exchanging 

information might be passing one another at such great speed that the wireless 

communication between them probably won’t be fast enough to exchange all the 

information in their databases (see chapter 3.2). Therefore in the following tests the 

amount of information passed between the cars was limited to 15 roads (which is 10% 

of the roads in the network). According to this limitation, the results regarding the 

routing performance in gossip networks were reevaluated.      

When limiting the amount of information passed, a new question arises: What part of 

the information should be passed? Surely there is some information more important 

than other, but the level of importance may be different to different cars. In our tests 

we have defined three kinds of algorithms to decide which information to pass 

between the cars: 

Fixed random - when entering the network each car will randomly select the subset 

of roads to exchange 

Dynamic random - each time a car needs to exchange information it will randomly 

select a new subset of roads 

Ranking – each car will rank all the roads in its database and will exchange the 

highest ranked roads. The ranking algorithm is based on the assumption that the roads 

with the biggest change in their traffic loads are the most important ones because they 

would have the biggest effect on the routing algorithm. So every time a car receives 

new information it calculates the delta between the road’s current weight and the 

weight known when entering the network. Then the road’s new ranking is calculated 

as follows: new_rank = max(old_rank , delta). The reason why the ranking can never 
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be reduced can be explained by the following example: The road’s weight when 

entering the network was 10. At some stage of the simulation its traffic load is 

increased to 20. The car receiving the information updates its ranking to10. Later on, 

the traffic load is reduced back to 10. If the car simply calculates the delta, the new 

rank will be zero. This can be problematic because there may be many cars which 

were already updated with the value of 20 and for them the return to 10 is worth the 

ranking of 10 and not zero. In the formula presented above, this problem is avoided. 

At the low levels of Special cars there shouldn't be a big difference between the fixed 

random and the dynamic random. But at the high levels when there are a large number 

of exchanges of information, the fact that a car exchanges a different subset of roads 

every time is much more effective and therefore the dynamic random algorithm 

should perform better. The ranking algorithm is expected to perform very well 

because usually there are only a small number of roads whose weight changes 

significantly. So if the algorithm is able to identify them, it should perform well.      
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Test 1 4 

This test compares the voyage length between the three algorithms (presented above) 

for exchanging partial information, full information and no information (Regular 

cars).   

The comparison is done at four levels of Special cars. 
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Results 

We can see a big difference between the ranking algorithm and the random 

algorithms. The ranking algorithm is much better at the low levels of the Special cars 

percentage. The ranking algorithm, as expected (see introduction to the test), behaves 

well, despite the fact that it exchanges only 10% of the information. It behaves very 

similarly to the full information exchange - the optimum value is at 20% and then it 

rises on both sides. The random algorithms perform better as the Special cars 

percentage goes up. At 40% there is enough exchange of information in the network 

for the dynamic random to perform in nearly the same way as the ranking algorithm.    

The difference between the dynamic random and the fixed random is that the dynamic 

random is much more sensitive to the increase in the Special car percent as explained 

in the introduction to the test.      
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7. Conclusions 

 

This thesis shows that the gossip network model is a surprisingly efficient information 

model despite the fact that the distribution of information is done only by exchanging 

information between cars passing one another. The cars participating in the gossiping 

process are able to detect traffic loads in a short time and bypass them by 

recalculating their pass to include new roads instead of the loaded roads (see test 8,9).   

We show that in gossip networks there is a trade off when increasing the number of 

cars capable of performing the act of gossiping. On one hand, increasing the number 

of Special cars leads to a better and faster distribution of information (1, 2) which by 

itself should lead to an increase in the routing performance. But on the other hand, 

when there are many gossip cars that have updated information on the traffic load, 

they all try to pass through the same empty roads and by doing so make these roads 

crowded- a fact that leads to a decrease in the routing performance (test 12). 

This perception is not correct for other types of networks, for example centralized 

networks. In centralized networks the availability of information is not related to the 

number of Special cars and therefore the increase in the number of Special cars leads 

to a decrease in the routing performance. 

Although the gossip model doesn't require any infrastructure in order to distr ibute the 

information, its results in the optimum configuration are close to the results in the 

centralized model (test 12, 13).  

The tests show that the optimum number of Special cars is 20%. The tests also give an 

interesting explanation as to why the optimum is achieved contrarily at 20%. From the 

measurements checking the characteristics of gossip networks, you can see that at 

20% the update rate is faster than the time it takes to traverse an average road (test 1, 

2), and the learning probability for a road on average is at least 25% (test 5, 6). These 

values indicate that the information distribution is very high which leads to the 

conclusion that it is really not that efficient to increase the percent of gossip cars 

above 20%.       

Another important observation is that the information required for improving the 

routing performance is very little in relation to all the information distributed. This 

leads to the conclusion that if a clever way to identify the relevant information is 

found, it will be sufficient to distribute only that small amount of information. This is 
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especially important due to the fact that the cars may be driving quickly, and will be 

able to exchange only a small portion of the information in their databases. 

A ranking algorithm was presented in th is thesis as a way to identify the relevant 

information. The results show (test 14) that by using the ranking algorithm and 

limiting the amount of information exchanged between the cars to 15 roads only (10% 

of the total information), the routing results were quite close to those expected when 

all the information was exchanged.               
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8. Future work 

 

In this work the transportation network simulations focused on a single day scenario. 

In such a scenario the cars in the network drive from a source to a destination only 

once. During that time they try to exploit all the information they receive to optimize 

their voyage. 

Another scenario is the multi iteration scenario. In this scenario the simulation mimics 

several days in which the cars drive from the same source to the same destination 

every day. In this scenario there is potential for learning from one day to the next. But 

the information from the previous day may not always be relevant for the following 

days. For example, if there was a traffic jam at noon on one day, it doesn't mean that it 

will occur again the following day. In order to overcome this problem the cars can 

keep a history which takes into account the information from the past. The proportion 

between the history and the last information (from the previous day) is determined by 

the learning factor. The learning factor determines how much weight the information 

from the last day carries in relation to the previous days. For example, if the learning 

factor is 50% then the current weight is the average between the weight from the last 

day and the history. This way if the traffic load is continuous and therefore relevant to 

the future, it will have a major effect. However, if it was only temporary it will not 

affect the car’s future path.   

Such a scenario is partially explored in this thesis. It is used in the warm up stage in 

order to bring the network to a steady point (see chapter 5.8). Because the goal was to 

bring the network to a balanced situation where the traffic is divided realistically 

between the roads, there was no need to complicate the situation and insert traffic 

incidents at this stage. Because there were no traffic incidents, all the information 

from one day was relevant to the following day. Under these limitations the multi 

iteration scenario worked very well. In all the cases there was a convergence process 

where average network load and the average voyage length improved from iteration to 

iteration until the steady point was reached. 

Still, there is much work to be done in investigating the multi iteration scenario in a 

network including traffic incidents and finding a learning algorithm that will 

distinguish between the information relevant to the next day and that which is not. 
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A second subject that can further be explored is routing in gossip networks. In this 

thesis the characteristics of gossip networks have been explored, and a few 

measurements have been developed in order to evaluate the information expansion in 

such networks. These measurements can be an important tool in improving the 

routing in gossip networks. For example, one of the measurements was the probability 

of receiving information on a specific road. Cars can use this information in order to 

calcu late a path based not only on the road’s weights but also on the probability to 

learn new information on the way. In such a scenario a car might intentionally select a 

longer path in order to collect more information because it assumes that eventually it 

will pay off.     
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